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Welcome to the PASCAL 2 brochure. In the following 

pages we describe the second PASCAL Network of 

Excellence. We hear from the coordinator, John 

Shawe-Taylor, and present articles that showcase the 

exciting theoretical foundations and the diverse range 

of applications for PASCAL technologies. We then 

examine the tremendous impact of PASCAL on 

research communities across the world. The unique 

ways in which PASCAL supports scientists are 

described in the sections on Pump Prime and 

Challenges. Finally the last article describes 

PASCAL’s legacy organisation Knowledge For All. 
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What is PASCAL2 ?  
John Shawe-Taylor was the scientific coordinator of PASCAL2. It was his job to 
help define research directions by creating themes for others to follow, and chair 
the meetings of the steering committees. This is John’s perspective of their most 
recent journey together.  
 
Finding Patterns in Media 
The world has gone digital in a big way. Newspapers, television channels, 
tweeters, bloggers. We’re starting to drown in data, and much of that data is 
trivia. What we need is an automated intelligence to make sense of the digital 
hubbub, to hear the majority voices amongst the crowds. 
 
Finding Lost Lives  
There can be nothing more terrible than hearing that your loved one has been 
lost in an accident. In large-scale disasters with many victims, families may have 
to wait days to find out exactly who did not survive. If computers could collate the 
fragmentary information together and calculate exact likelihoods for the identity 
of each victim, this challenging task could become quicker and safer than ever 
before. 
 
Teaching Robots to Learn  
It’s one thing to create computer software that can automatically find patterns in 
large datasets. It’s another thing entirely to create an artificial brain for a robot. 
What we need to solve these dynamic, fast-moving, real-world learning problems 
is to combine the efforts of cognitive scientists, machine learning specialists and 
mathematicians.  
 
African Adventures  
When United Nations Secretary General Kofi Atta Annan suggests that you might 
help create new ties with Ghana, you feel the need to make it happen. This was 
the position of Mitja Jermol during a UNESCO event in 2009. His response was 
to develop new exciting outreach activities from PASCAL2 to Ghana. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
PASCAL2 Impact 
PASCAL2 was a Network of Excellence funded by the European Union. It 
continued the first PASCAL distributed institute which brought together 
researchers and students across Europe, and reached out to new countries all 
over the world. 
 
PASCAL2 Pump Prime 
PASCAL2 continued its role of a mini funding agency and encouraged its 
members and others outside the field to collaborate and perform exciting new 
research together by supporting a series of preliminary investigations in areas of 
interest to the network.  
 
PASCAL2 Challenges 
Competition has always driven people to achieve results that are better than they 
might have achieved working alone. PASCAL2 continued its highly successful 
Challenges programme, enabling its members to create their own Machine 
Learning challenges for each other and to disseminate their results in PASCAL-
sponsored workshops. 
 
PASCAL2 Legacy 
The World Summit Award (WSA) was launched in 2003 and is a part of the 
United Nations Summit on the Information Society. VideoLectures.net was 
recently selected as the winner in the “e- Science & Technology” category. It’s an 
excellent start for its new parent organisation, the Knowledge for All Foundation. 
 
PASCAL2 Team 
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What is PASCAL2? 
 
 
 

John Shawe-Taylor was the scientific coordinator of 

PASCAL2. It was his job to help define research 

directions by creating themes for others to follow, and 

chair the meetings of the steering committees. John 

has an extensive experience in coordinating 

networks, beginning with NeuroColt in 1994, which 

was followed by NeuroColt2 and PASCAL in 2004. 

PASCAL2 is the latest and most ambitious network of 

excellence so far. Running from 2008 until 2013, it 

has helped researchers of all ages to form 

collaborations and friendships across Europe. This is 

John’s perspective of their most recent journey 

together. 

 

 
 
 
 
 
 
 
 

Photograph © Peter J Bentley 2013 
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It’s been very rewarding to see something working. 
That’s a great feeling of satisfaction. To see that people 
are making good use of the money. We’ve encouraged 
people to collaborate, encouraged people to think 
outside of their particular research interests and helped 
to take machine learning into other fields. 
 
 
The first PASCAL network ran for four and a half years. During 
that time we learned some important lessons. For example, we 
learned the remarkable success of empowering and trusting 
people. If you give people the possibility and freedom to do 
research, then they do a really fantastic job. You don’t want to 
give them funding up front, because then they don’t feel that they 
need to do anything. But equally you don’t want to be looking 
over their shoulders all the time. You need to trust them even if 

they come up with an idea that you might not feel is what you 
would do. I think it’s give and take. Sometimes it was not a 
stupid idea and sometimes… But you’ve got to leave that 
possibility of making mistakes. That was learned through the 
success of PASCAL1. PASCAL2 took that and ran with it. 
     I am the scientific coordinator of PASCAL2. My main 
responsibility was to set the research direction in terms of 
defining the thematic programmes, our research focus areas. I 
was also the manager of the network. I chaired the meetings – 
the so-called Steering Committee Meetings – which would meet 
every six months and go through the various programmes. The 
operational coordinator, who carried the can as far as the 
finances are concerned, is Steve Gunn at Southampton. Steve 
did a great job. He also runs the website. All of the submissions 
go through the website which makes it quite easy for people to 
apply for money but also keeps track of where the money is and 
how it has been allocated, who spent it, and so on. That was all 
handled by Southampton very efficiently. 
     The other roles in the steering committee are for the running 
of the various programmes. The big programmes include 
Conferences and Workshops, run by Sami Kaski at Aalto 
University, Helsinki. A lot of PASCAL2 money went to that 

Photograph © Peter J Bentley 2013 



What is PASCAL2? 

 6 

Bandit Problems 
 
The bandit problem in probability theory and machine learning 
is based on an imaginary scenario. Imagine you have entered a 
casino and you are faced with a row of slot machines, or “one 
arm bandits.” Each machine takes your money, and when you 
pull its lever, it has a certain probability of giving you a reward. 
The trouble is that there may be a different chance to win on 
each machine, and you may win different amounts on each 
machine. The more you play each machine, the more you can 
find out about the likely chances of winning and the sizes of the 
rewards, however you run the risk of missing out on rewards 
you could get on a better machine you have yet to try. The 
bandit problem is thus, which machines should you play, how 
many times should you play each machine, and which order 
should you play them, in order to maximise your total winnings? 
When should you explore different bandits to find out about 
payoff from each lever and when should you exploit the levers 
with the highest expected payoffs? Such multi-armed bandits 
are used to model a range of problems from minimising patient 
losses during trials of new medical treatments to minimising 
information loss in adaptive routing for computer networks. 
They can also be used in machine learning to model delayed or 
partial feedback about predictions. 
 

programme, to enable people to organize events. There was a 
huge collection of workshops. Generally we were funding at least 
half the workshops in NIPS (The International Conference on 
Neural Information Processing Systems), or they were assisted 
by PASCAL in some way. We also funded a lot of summer 
schools and sponsored conferences. Some of the big successes 
included NIPS 2011, held out of North America for the first time, 
with me as general chair. The numbers were very high; I think 
we broke new records in terms of attendance. AISTATS was 
also held in Europe twice. Like NIPS, it was sponsored by 
PASCAL, chaired by PASCAL researchers and had record 
attendance, illustrating our outreach to the AI and statistics 
communities. In 2012 we had ICML (the International 
Conference on Machine Learning) in Edinburgh and ECML (the 
European Conference on Machine Learning) in Bristol. ECML 
has almost been taken over by PASCAL over the years. So we 
really make an impact in the field.  
     Then there’s the Challenges programme, which Michele 
Sebag from University of Paris Sud, organizes fantastically.  She 
does an amazing job. She has managed to fund a really 
excellent mix of novel Challenges – really interesting new 
projects – and also keeping funding for the challenges that have 
made a strong impact, like the Visual Object Classes Challenge 
and Recognizing Textual Entailment in natural language 
processing. Challenges such as these have really helped to take 
machine learning into other fields and have been very 
successful. 
     Then there is the Pump Priming programme. This is 
PASCAL2’s mini research project programme, run by Dunja 
Mladenić and Nicolò Cesa-Bianchi.  That programme could have 
been really contentious, deciding who gets the money. We 
needed to show that we were not a closed shop. I think we did 
because a lot of the money was allocated for projects led by 
people who had only just joined the network. A lot of mini 
projects were funded and some of them have been spectacular. 
Quite a few stand out as, oh wow that’s cool. For example, 
Bridging Machine Classification and Human Cognition was work 
with psychologists to understand how we learn from the 
perspective of machine learning theory. The work is now being 
extended to understand how surgeons classify shoulder 
fractures, people's choice of hospitals, consumer preferences, 
moral representations, and facial emotions. 
     Infrastructure was run by Neil Lawrence. It was funding for 
equipment and resources: a cluster in Sheffield, funding to build 
a dataset repository to link to the Challenges, that kind of thing. 
     The main difference of PASCAL2 from PASCAL1 is the focus 
of the research. We’ve now moved towards cognitive systems. I 
think the change in focus has been reflected in our themes. For 
example, the Cognitive Architectures and Robotics theme. Also 
the Partial or Delayed Feedback theme focussed on research 
related to the bandit problem and exploration/exploitation in 
machine learning [see box]. It received a lot of attention and is 
now a big topic in the top conferences such as COLT 
(Conference on Learning Theory) and NIPS. Before PASCAL2 it 
was a very minor topic. Perhaps it was zeitgeist – we hit the right 

button at the right time. I don’t want to say we caused it, but we 
were right on the money in that particular choice.  
     The Harvest programme was one of the new initiatives of 
PASCAL2. It was intended to show how we could take research 
results and give a proof of concept in some application. It was 
quite entrepreneurial in that sense. There were quite a few 
projects in the end that came through, for example Humansense 
(an Android App for gathering data), the Learning Adaptive 
Video for Videolectures, and Treeler (an open-source C++ library 
of structure prediction methods for natural language processing) 
and I think it was a success. 
     There were other innovations, some forced upon us. Unlike in 
PASCAL, in PASCAL2 we were told we couldn’t have 52 
members.  We could only have a core group of 17. That cut right 
across the core democratic structure that we wanted to create. 
So we spent a huge amount of time reengineering that 
democracy, ensuring that everyone was equal. Luckily we had 
two fantastic EU project officers who completely bought into our 
model and supported us. 
     Working on PASCAL2 was always a very nice experience. It 
was a very pleasant group of people to work with.  We generally 
reached consensus on the decisions we had to take. For the 
steering committee it was more than just administration, there 
was quite a lot of thinking about what the right research 
directions were. We had meetings with an external advisory 
board who guided us towards breaking research directions that 
would be good to investigate, and the project reviewers 
consistently gave very helpful feedback and advice. It was a very 
good, constructive and rewarding atmosphere. 
     The key successes of PASCAL2 have been to make a big 
impact in research direction in a positive way, and encourage 
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Principled Methods 
 
PASCAL has always preferred principled methods, but what 
does that really mean? 
     My definition of what I mean by principled methods has 
evolved. If you go back even before PASCAL1, we had 
NeuroColt1 and NeuroColt2 – very much computational 
learning theory. That’s what we meant by principled in those 
days. Very narrow and not very practical. We moved into Kernel 
methods and it got a little bit more real and applied and at the 
same time expanded into Bayesian Methods which, when I was 
young and foolish, I would have been a lot less enthusiastic 
about. Soon we expanded into optimization and statistics. 
     My ideas have changed. What I mean now by principled is 
that it should be based on some modelling of the world. 
Principled means that you build a model of what you are doing 
that captures something about the real world in such a way that 
when you use it to make predictions you do better than if you 
just used a more ad hoc method. The model enables you to fit 
your predictions to the world. You test how well the model fits 
the world, giving some assurances about how the predictions 
work. 
     These are evolving things; it’s an evolving idea. 
 
 

proactive and forward-looking research. To empower young 
people and help them feel that they can make up their own 
minds about their own research programme. PASCAL created a 
new breed of young, hungry researchers, which I think is great to 
see. And to be a bit sentimental I think we’ve found a really nice 
group of people, a nice atmosphere. The way people worked 
together has been really positive.  
     The Knowledge 4 All Foundation is the legacy foundation. 
The idea was to create a permanent presence in Europe. To 
achieve this we established a legal entity that could carry 
forward some of the activities of PASCAL. We founded it as a 
UK company, registered as a charity. The main focus is on the 
VideoLectures. The Foundation has promoted VideoLectures, for 
example, it ran a boot camp in Ghana in an outreach programme 
for the third world [see “African Adventures” article later]. It has 
established a journal of videoed machine learning abstracts, 
comprising the spotlights from past NIPS conferences three 
years running. It’s three volumes now. 

 
     And the future of Machine Learning? I think of the analogy of 
the river Thames in the 1950s when it was completely dead. Not 
a bubble of life. Researchers made a mathematical model, 
looking at ways it could be revived. One way would be to cut out 
all the pollution. Very expensive – it’s like getting rid of all the 
excess C02 in the atmosphere. We’d love to do it, but…  And 
then they found there was a much less expensive intervention. 
You start by focusing on one particular area. You revive that and 
it helps to create oxygen, which helps to revive the rest in a 
knock-on effect. The predictions held true and they did it – they 
revived the Thames.  
     Equally if we could build more flexible and dynamic models 
that incorporate uncertainty in their predictions of what various 
interventions might do to the climate then I think we might be in a 
position to make some relatively cheap interventions that could 
possibly save us from disaster. This idea can be applied in many 
different scenarios: the economy, social disquiet.  For me the 
key is machine learning linked with agent-based models 
because you’re not going to be able to model it exactly. I think 
these are converging onto a set of tools driven by large data, 
based on some probabilistic models. These tools could help you 
understand what is going on in such uncertain areas. That’s my 
vision. 
 
 
 
 

Resources: 
John Shawe-Taylor: http://www.cs.ucl.ac.uk/staff/j.shawe-taylor/ 

PASCAL: http://www.pascal-network.org/ 
Knowledge 4 All Foundation Ltd: http://www.k4all.org 

PASCAL created a new breed of young, hungry 
researchers, which I think is great to see. 
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Finding Patterns in Media 
 
 
The world has gone digital in a big way. Newspapers, 

television channels, tweeters, bloggers. We’re starting 

to drown in data, and much of that data is trivia. 

Today, information is no longer informative. When 

scintillation swamps science already, will this world of 

swirling numbers result in white noise for all? What 

we need is an automated intelligence to make sense 

of the digital hubbub, to hear the majority voices 

amongst the crowds. 
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In this Internet age, Machine Learning and AI are finally 
coming of age. At last these adaptive algorithms have 
access to a digital world that is becoming as complex, 
noisy and everchanging as the real world it reflects. New 
intelligent behaviours can be derived from combinations 
of statistical and algorithmic approaches, designed 
specifically for these vast unexplored dataspheres.  
Computers can now find their own data, process, cluster 
and learn autonomously. By doing so they can make 
discoveries that reflect new understandings of our own 
world. 
  
 
As a student, Nello Cristianini worked as a journalist. In his spare 
time he enjoyed browsing old newspapers. As he read and 
thought about the events of the period, he started to realise the 
impact of this media. “I became very acutely aware of how the 
contents of the media both reflect and affect society,” says 
Cristianini. 
    Today Cristianini is Professor of Artificial Intelligence at 
University of Bristol. He focusses on the automatic analysis of 
large and diverse sources of data. “It was just natural to think 
about automating the analysis of contents of the whole 
mediasphere,” he says. “It put me in a place between the 
sciences and the humanities, which is a place of comfort for me. 
And it is something that people needed to do anyway.” 

     The research group has made it their business to ask the 
questions that no-one else asks. “Companies like Google can 
work at bigger scales, but do not ask the kinds of questions we 
ask about social science, “ says Cristianini. “On the other hand, 
social scientists are very interested in these questions, but 
cannot work at this scale and with this sophistication. This is 
where we came in, combining state-of-the-art text mining with 
big data. We designed all experiments in collaboration with 
social scientists.”  
     The group uses a range of techniques to achieve their 
results. These are integrated as modules into NOAM: the News 
Outlets Analysis and Monitoring System. NOAM is a 
computational infrastructure which is capable of gathering, 
storing, translating, annotating and visualising vast amounts of 
news items and social media content. It combines a relational 
database with state of the art AI technologies, including data 
mining, machine learning and natural language processing. 
These technologies are organised in a distributed architecture of 
collaborating modules, that are used to populate and annotate 
the database (see box). The system manages tens of millions of 
news items in multiple languages, automatically annotating them 
in order to enable queries based on their meanings. It now tracks 
1,100 news outlets in 22 languages, and tweets from 54 UK 
locations. Overall the system has generated over one Terabyte 
(equivalent to 1000 Gigabytes) of data over the past four years. 
This extraordinary data combined with machine learning has 
enabled the group to make new analyses of the media as it 
changes. In one study, articles relating to the 2012 US elections 
were investigated. Support Vector Machines were used to 
identify articles relating to the topic, actors were identified from 
subject-verb-object triplets and key actors and actions were 
identified using statistical analysis and classified into 
endorsement and opposition. The key actors and actions form a 
network of the election, with the key protoganists Obama and 
Romney clearly visible. 

  Network of 2012 US Election 

Copyright 2008 Peter Bentley 
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• Translation. All non-English articles are translated 
into English using a statistical machine translation 
approach. Currently all 21 main EU languages are 
translated. 

• Topic Taggers. The topic of articles is discovered 
using topic classification based on Support Vector 
Machines. 

• Clustering. Articles are clustered into stories (sets 
of articles that discuss the same event). 

• Suffix Tree. Frequent phrases (memes) and 
significant events are detected using a suffix tree. 

• Entities Detection. Named entities present in 
articles are detected (people, organisations and 
locations). 

• Feed Finder. The addition of new feeds into the 
system is performed in a semi-automatic way. This 
module crawls the Internet and tries to discover 
new outlets and corresponding feeds. The outlets 
and feeds have to be confirmed and annotated 
manually for addition to the system. 

 

 
 
News Outlets Analysis and Monitoring System 
 
NOAM is centred around a database, which is 
populated by a web pipeline and by a statistical machine 
translation module, operating on multilingual news 
content. It is a data management system that 
autonomously generates parts of its contents, for 
example by translation and annotation. Its architecture 
is modular, with modules including: 
 
• Crawler. Pre-defined lists of news feeds are 

crawled, in RSS or Atom format, to provide the 
content of news outlets of interest. News feeds 
contain links to the article bodies. An HTML 
scraper identifies and collects the textual article 
content from each of the article webpages. The 
crawler tags these newly discovered articles with a 
set of tags that will enable other modules to work 
on them, such as the language of article. 

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
     In another study, the team investigated the differences in 
reporting style and content of nearly 500 English-language 
online news outlets over 10 months. 2.5 million articles were 
analysed with some surprising results. The topics, the people 
mentioned and their gender, readability (a function of the length 
of sentences and the number of syllables in the words) and 

subjectivity (the number of emotional adjectives) were 
measured. The analysis showed that certain tabloid papers were 
extremely easy to read and highly subjective while broadsheet 
papers tended to be harder to read and more objective. More 
surprisingly, the gender bias of the articles was marked. For 
example, in articles relating to sport news, men were eight times 
more likely to be mentioned. Only in fashion news were men and 
women more equally described. 

What has captured the interest of global media 
has been our analysis of Twitter content. 

Comparison of newspapers based on their readability and linguistic subjectivity. 
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     Cristianini  is passionate about the work. “We were able to 
measure patterns of media-content similarity across the 27 EU 
countries; detect gender bias in the media, compare the 
readability of various newspapers; extract the key political 
relations among actors in the US Elections,” he says. ”But what 
has captured the interest of global media has been our analysis 
of Twitter content.”  
     This recent analysis focussed on public sentiment. 
Traditionally, the only way to assess the mood of the general 
public was to question a large number of people about their 
feelings. Cristianini’s team decided to focus on Twitter – 
commonly used by people to express their feelings on everything 
and anything. 484 million tweets that were generated by more 
than 9.8 million users were collected from the 54 largest cities in 
the UK between July 2009 and January 2012. Their system 
tracked four moods: “Fear”, “Joy”, “Anger” and “Sadness” by 
counting frequencies of words associated with each mood in the 
tweets. Using this method they recorded the changes in moods 
in different UK cities over time. 
     The results were fascinating. There was a periodic peak of 
joy around Christmas and a periodic peak of fear around 
Halloween. Negative moods started to dominate the Twitter 
content after the announcement of massive cuts in public 
spending on October 2010, with the effect continuing from then 
onwards. Most interestingly, there was a significant increase in 
anger in the weeks before the summer riots of August 2011. 
There was also a possible calming effect coinciding with the run 

up to the royal wedding. Perhaps ironically, these research 
results became big news, reported in media around the world. 
Social scientists have found the work of great interest.  “We have 
been in touch with various social scientists,” says Cristianini, 
“many of whom are both fascinated and slightly worried about 
the possibilities. We are now collaborating with some of them.”  
     The future looks bright for this technology. Cristianini has big 
ambitions. “With the right amount of funding, we could monitor 
topics and sentiment in all key news outlets as well as radio 
stations,” he says. “We could probably access information in 
images too. There is a lot that would be exciting to do.” 
 
 

Resources: 
 

Patterns in Media Content video:  
http://www.see-a-pattern.org/?q=content/patterns-media-content 

 
Research Methods in the Age of Digital Journalism 

https://patterns.enm.bris.ac.uk/publications/ 
RESEARCH_METHODS_IN_THE_AGE_OF_DIGITAL_JOURNALISM 

 
Media Patterns: http://mediapatterns.enm.bris.ac.uk/?q=node/44 

Project portal: http://mediapatterns.enm.bris.ac.uk/ 
Electionwatch demo: http://electionwatch.enm.bris.ac.uk/ 

 
PASCAL: http://www.pascal-network.org/ 

 

Mood changes in Twitter content 2009-2011 
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Finding Lost Lives 
 

 
There can be nothing more terrible than hearing that 

your loved one has been lost in an accident. In large-

scale disasters with many victims, families may have 

to wait days to find out exactly who did not survive. 

It’s therefore tremendously important that victims of 

tragedies are quickly and accurately identified. But 

when there may be limited information available, and 

only partial DNA data, the task of identification can 

become very difficult and time consuming. If 

computers could collate the fragmentary information 

together and calculate exact likelihoods for the 

identity of each victim, this challenging task could 

become quicker and safer than ever before. 

Photograph © Dariusz Kantorski 



Finding Lost Lives 

 16 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



 

 17 

It was a hazy morning in May 2010. The beginnings of 
the sunrise cast an orange glow across the horizon. After 
more than eight hours in the air, Afriqiyah Airways Flight 
8U771 was coming in to land at Tripoli airport. It was 
carrying 11 crew and 93 passengers, many of whom had 
been on holiday in South Africa, from where the plane 
had departed. The pilots were tired as this was their 
second consecutive night flight. The aircraft was directed 
to land at runway 9, which had an older style of aircraft 
navigation system, so the pilots turned off the autopilot 

and began a manual descent. As the 8-month-old aircraft 
approached the runway, there was clearly something 
wrong. It was travelling too fast and too low. At exactly 
6:10am, as the sun climbed above the horizon, the 
massive plane hit the ground at high speed about 900 
metres short of the runway. The result was devastation. 
Very little remained of the aircraft, except for its tail. 
Every person on board lost their lives except 
miraculously for one nine-year-old Dutch boy. 

Photograph © 2010 ANP  
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The one-to-one match used to result in a lot of false 
hits. It is only when you consider all the information 
at the same time that you eliminate the false hits. 

Bayesian networks in Bonaparte 
 

Thomas Bayes was a mathematician born in London in 1702. 
Amongst his works, he wrote about probability. Instead of being 
concerned with, say, the probability of drawing a black ball from 
a bag of a certain number of black and white balls, Bayes was 
interested in the inverse probability of the event. In other words, 
if you had drawn more black balls compared to white balls from 
the bag, what was the probability that the bag contained more 
black balls and so you would draw another black one next? 
Given a hypothesis (for example that the next ball will be black) 
and some information about which balls have been picked 
previously, Bayes figured out the maths to infer the probability 
that the hypothesis was true or not. Several decades later, 
Frenchman Laplace developed these ideas further, creating a 
more general version of the Bayes theorem for use in 
astronomy and physics. 
     Bayesian networks, or belief networks, are networks with 
nodes comprising random variables in the Bayesian sense. The 
nodes might be observable properties or hypotheses. Two 
nodes linked by an edge means a conditional dependency 
between those nodes. In Bonaparte, the Bayesian network is 
made from the pedigree (network of family members). The DNA 
profile of each victim is placed in the pedigree (at positions 
specified by the relatives). These are hypotheses – does the 
victim fit in this family? A probability is computed. This 
probability divided by the random match probability is the 
likelihood ratio. This ratio is used to determine if the victim 
profile fits in the pedigree. If it does, the victim is identified. 

Flight 8U771 contained 70 Dutch nationals, many of whom were 
blood relatives, who had been holidaying in South Africa. Five 
days after the crash, the Libyan authorities and the Netherlands 
Ministry of Foreign affairs both formally requested the 
Netherlands Forensic Institute (NFI) to assist. 
     Their task was victim identification, and it was not easy. The 
Institute received muscle, bone and tooth fragments from 149 
body parts. They were also given 25 personal items such as 
razor blades and clothes. Relatives of 76 of the missing persons 
provided 195 reference samples, mostly swabs from the inside 
of their cheeks. Seven of the missing persons had DNA profiles 
on record, plus nine more from relatives of missing persons. 
They had no reference samples at all for 19 people. DNA typing 
was used to profile every possible sample. 
     They were then faced with a combinatorial problem – how to 
use all the evidence to positively identify each missing person on 
the flight. It used to be a laborious manual process where each 
sample was matched against each missing person. With missing 
information, partial DNA profiles can easily produce similar 
matches for several people, especially if they are blood relatives. 
This can result in false hits – more than one missing person 
identified from the same evidence. 
     The solution was to use a brand new computer system: 
Bonaparte Disaster Victim Identification. The system was 
developed in collaboration with the NFI by researchers at the 
SNN Adaptive Intelligence Group in Radboud University 
Nijmegen, Netherlands. Bonaparte is a spin-off of the Bayesian 
inference technology that was developed by SNN as a partner in 
Pascal 2. The clever software uses Bayesian networks to model 
statistical relationships of genetic material of relatives. Its key 
innovation is to create Pedigrees – networks comprising families 
of genetically related people, with all available data used to 
calculate statistical likelihoods of the missing people being a 
member of each family. In this way data from many members of 

the same family can be used in combination to identify victims. 
“There is a large number of potential solutions involved and 
there is missing data,” says Technical Manager Willem Burgers. 
“Before the application of pedigree based matching, the one-to-
one match used to result in a lot of false hits. It is only when you 
consider all the information at the same time that you eliminate 
the false hits.” 
     Bonaparte DVI was used by the Netherland Forensic Institute 
to screen and match all the samples gathered for the 
passengers of flight 8U771. 129 body parts were successfully 
matched to a missing person. All victims were identified through 
this process. Sadly, the exact cause of the flight 8U771 disaster 
remains unknown. The recent Libyan civil war has resulted in 
severe delays to the completion of the accident report. 

     The machine learning software continues to be used with 
great success. More recently Bonaparte was used in the 
identification of the perpetrator in a 13-year-old case. In 1999, 
16-year-old Marianne Vaatstra was brutally raped and murdered 
in a small village in a rural area in the northeast of the 
Netherlands. The case was widely covered by the press. 
Although DNA of a man was found at the scene, years of 
research yielded no match with samples on file. However a 
recent change in legislation in April 2012 enabled the NFI to 
conduct a mass DNA screening of men who lived in the area at 
the time in order to find relatives and identify the killer. 6,500 
men came forward, and after a little more than half had been 
processed, the killer was found. “This was a breakthrough,” says 
Burgers, “because it is the first time that a so-called 'familial 
search' has been applied in the Netherlands.” 
     The Bonaparte team are enthusiastic about their success and 
have plans to improve the system. “We plan to extend the model 
to include more parameters for more detailed computation,” says 
Burgers, “so it can be applied to different fields within forensic 
research, such as immigration cases. We may also add an 
extension to include other forms of forensic evidence.” 
      

Resources: 
Bonaparte: www.bonaparte-dvi.com 

SMART Research BV www.smart-research.nl 
SNN www.snn.ru.nl 

PASCAL2: http://www.pascal-network.org/
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Teaching Robots to Learn 
 
 

It’s one thing to create computer software that can 

automatically find patterns in large datasets. It’s 

another thing entirely to create an artificial brain for a 

robot. Even the simplest kinds of robot learning and 

control in the real world are hugely challenging. Want 

your mechanical friend to walk down a flight of stairs? 

Most robots would tumble to their destruction. Want it 

to play a game of table tennis? Most robots would be 

more likely to knock the table over than return a ball. 

What we need to solve these dynamic, fast-moving, 

real-world learning problems is to combine the efforts 

of cognitive scientists, machine learning specialists 

and mathematicians. This is the dream of one 

computer scientist, who has dedicated his career to 

this aim.

Photos by Axel Griesch for the Max Planck Society 
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We see a large robot arm hanging from the ceiling. It 
dangles over one end of a table tennis table, and in its 
robotic hand it holds a table tennis bat. A researcher 
holds its hand, guiding the bat like a parent teaching a 
child. She shows the robot how to return the ball from 
different angles. Unlike most robots, this one does not 
just passively allow itself to be moved by its human 
guide. This robot learns. It’s not long before the robot has 
learned a series of different strokes from its teacher, and 
it begins to play on its own, learning through trial and 
error which stroke to use at which time. It’s even clever 
enough to combine its repertoire of strokes in new ways 
to create its own returns. The finale is an actual game of 
table tennis between the human teacher and the robot. 
Perhaps neither is the world’s most accomplished player, 
but on this occasion the robot seems just as able as the 
human to return the Ping-Pong ball. It’s a spooky sight 
seeing a large disembodied arm with the dexterity and 
poise needed to spot the moving ball and flick the bat in 
just the right way to return it across the table every time. 

This is the work of Jan Peters, leader of the Robot Learning 
Laboratory at the Max Planck Institute for Intelligent Systems 
and professor at the Technical University of Darmstadt (one of 
Germany's best technical universities). Although playing table 
tennis may seem like an unlikely goal for robotics researchers, 
the complexity of the problems – recognition of objects, 
prediction of movement, fine control, fast reactions – are all 
similar to the problems faced by robots performing tasks outside 
the lab. Any robot clever enough to play table tennis should be 
clever enough to learn other skills that may be valuable in the 
real world. 
     Jan Peters was interested in robotics from an early age. 
“Already during high-school,” says Peters, “I discovered two 
passions: learning algorithms that make sense of complex data  
and robots that can sense, plan and act.” Peters combined both 
passions, by studying four different courses at four different 
universities. He studied informatics, computer science, 
mechanical and electrical engineering at Technical University of 
Munich, University of Hagen, National University of Singapore 
and the University of Southern California -- receiving four 
Master's degrees, one in each discipline. For his Ph.D., Jan 
Peters joined Stefan Schaal at the University of Southern 
California (USC). His Ph.D. thesis "Machine Learning of Motor 
Skills for Robotics" received the Dick Volz Best US PhD Runner-
Up award. 
     Peters joined the Max Plank Institute after graduation and set 
up the Robot Learning Laboratory. There he worked with experts 
on machine learning such as Bernhard Schölkopf and 
neurorobotics such as Stefan Schaal. 
 

     The researchers were all fascinated by the way we learn. For 
skilled activities, they believed that one reason why an expert is 
so much better than a novice is because the expert has learned 
a repertoire of simpler behaviours that can be chosen and 
adapted very quickly. Apply this understanding to robots and you 
might be able to teach the robot a set of skills that it can then 
apply and adapt when the time is right. 
     Driving a car, searching for survivors in a disaster, or 
repairing equipment might all be examples of applications that 
such a skilled robot could handle, if only we could make a robot 
brain capable of learning. However real world applications such 
as these are dangerous; it is much safer to develop the learning 
methods using table tennis. The game is a particularly 
challenging task for robotics researchers, for robots do not have 
the speed of movement nor the sensors of their human 
opponents. Their large inertia and half-blind vision, plus an 
endless number of ways in which a bat can be used to hit a ball, 
make the task extremely difficult for computers to handle. 

The core problem of cognitive sciences, robotics and 
machine learning is that the researchers in these 
different disciplines do not speak the same language 

Photos by Axel Griesch for the Max Planck Society 
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     Jan Peters and his team solved the problem by breaking it 
into smaller steps. They recognised there are different stages to 
hitting a ball: the Awaiting Stage in which the opponent is 
observed, the Preparation Stage where the player moves into 
position for the stroke, the Hitting Stage in which the ball is 
intercepted, and the Finishing Stage, or the follow-through of the 
bat. During each stage, the robot needs different movement 
strategies. To provide them, a human guides the robot and a 
computer learns the corresponding movements required in order 
to duplicate that movement, using a new method called Local 
Gaussian Process Regression, designed to work faster and 
more accurately than many existing machine learning methods. 
“Our robot can 
play bad table 
tennis from 
imitation,” says 
Peters. “A 
human table 
tennis teacher 
takes the robot 
by the hand and 
the robot learns: 
this a backhand, 
this is a 
forehand.” 
     Once the 
robot has 
learned a simple 
set of skills, it 
must then fine-
tune them. “The 
robot self-
improves at the 
speed of a 
human child by 
trial and error,” 
explains Peters, 
“receiving 
positive 
feedback for 
good actions 
and negative 
feedback for 
bad striking movements.” This was implemented by using 
reinforcement learning, which optimises behaviours to maximise 
a reward – in this case, hitting the ball successfully. The difficulty 
of the problem meant yet more innovation, this time in the form 
of the new Policy learning by Weighting Exploration with the 
Returns (PoWER) algorithm.  
     The team are still improving their techniques but already they 
have some impressive results. Their bulky robot arm can play 
table tennis better than any other robot so far; it can even learn 
to play the tricky Ball-in-a-Cup game. Its brain comprises a set of 
some of the fastest machine learning approaches for practical 
robotics to date. 

     The remarkable achievements of Peters were not without 
challenges. Coming from California after his doctorate, he was 
initially nearly a stranger to European research as he had been 
overseas for seven years. In his first week at the Max Plank 
Institute he was told about PASCAL – the network of machine 
learning specialists. He joined immediately. It became the 
launching pad of his career. “PASCAL has been extremely 
beneficial for me,” says Peters, “allowing me to connect to many 
important researchers from all major European countries as well 
as Israel. 
     “PASCAL was an exceptional opportunity as it allowed me to 
create a tight network of collaborators all over Europe within a 

short amount of time 
while allowing me 
attend various 
workshops, summer 
schools and other 
research meetings.” 
     The story of Jan 
Peters provides an 
inspirational glimpse of 
the success of 
PASCAL2 and how its 
members have 
benefited. Peters has 
made some important 
contributions to the 
field, recently leading a 
PASCAL2 thematic 
programme on 
Cognitive Architecture 
and Robotics, which 
comprised many 
workshops and 
summer schools. A key 
aim was to build 
bridges between 
cognitive science and 
machine learning, and 
to bring robots out of 
the research labs.  
     “The core problem 
of cognitive sciences, 

robotics and machine learning is that the researchers in these 
different disciplines do not speak the same language,” says 
Peters, “nor would they meet at the conferences which they 
regularly attend. For any collaboration, you have to bring 
researchers from these fields into the same room and translate 
between them. Of course, this requires the presence of 
"mediators" (aka organizers) who will make sure that this 
process works well. The core service of the Thematic 
Programme was to create a pool of such mediators.” 
     The program was very successful, with many workshops 
(such as the European Workshop on Reinforcement Learning) 
and summer schools (such as the Summer School on Machine 

Photos by Axel Griesch for the Max Planck Society 
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Learning and Cognitive Sciences). “Many young researchers 
have entered the field because of the Thematic Programme on 
Cognitive Architecture and Robotics,” says Peters, “They profited 
tremendously from this platform.”  
     Jan Peters also has benefited. “It is unlikely that I would have 
become a full professor in Germany with my own institute at the 
age of 34 without having learned so much through PASCAL!” 
     Most recently in 2013 Peters was awarded the IEEE Robotics 
& Automation Society's Early Career Award. In the future he 
aims to develop even faster and better methods and expand the 
use of the methods to a wider range of situations. He has 
ambitious visions for these approaches. If the learning 
techniques were exploited for industrial robots as used in the car 
manufacturing industry, the result might be robots that could 
perform many tasks a few times, in contrast to today's robots, 
which can only perform a few tasks many times. Perhaps the 
idea would overcome the prohibitive cost of robot programming 
for existing industrial robots. “Imagine if a robot could learn some 
of the production steps from a factory worker as fast as our table 
tennis robot,” says Peters.  
      He is also actively working to help people with disabilities. A 
current project investigates Brain-Robot Interfaces that learn to 
adapt themselves to the patients and enable improved stroke 
therapy. 
     “I still dream of a third helping hand,” says Peters, “which in 
symbiosis with a person could help him accomplish his tasks.” 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Resources: 
 

Jan Peters: www.jan-peters.net 
 

Robot videos: http://www.youtube.com/watch?v=SH3bADiB7uQ 
http://www.youtube.com/watch?v=MCqtKgwQlaQ 

 
Papers: Muelling, K.; Kober, J.; Peters, J. (2011). A Biomimetic Approach 

to Robot Table Tennis, Adaptive Behavior Journal, 19, 5 
http://robot-learning.de/pmwiki/uploads/Publications/Muelling_ABJ2011.pdf 

 
Peters, J.; Kober, J.; Muelling, K.; Nguyen-Tuong, D.; Kroemer, O. (2012). 
Robot Skill Learning, Proc European Conf on Artificial Intelligence (ECAI)  

http://www.ias.informatik.tu-darmstadt.de/uploads/Publications/ 
peters_ECAI2012.pdf 

 
PASCAL: http://www.pascal-network.org/ 
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African Adventures  
 
 
When the persuasive voice of Dorothy Gordon, the 

Director General of Ghana's first Advanced 

Information Technology Institute, encourages you to 

organise an event in Ghana, you listen. When United 

Nations Secretary General Kofi Atta Annan suggests 

that you might help create new ties with Ghana, you 

feel the need to make it happen. This was the position 

of Mitja Jermol during a UNESCO event in 2009. His 

response was to develop new exciting outreach 

activities from PASCAL2 to Ghana.

Photograph © Sophia Tetteh 
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Ghana. A country of many peoples and languages, rich 
in culture and natural resources. Like many African 
countries, it has a turbulent history, filled with bitter 
struggles against colonial rule, resulting in it being the 
first to attain independence in 1957. Its new leaders 
promoted pan-Africanism – unity of mind and spirit of 
African people worldwide. Ghana continues these ideas, 
teaching the principles of freedom and justice, equity and 
free education for all, irrespective of ethnic background, 
religion or creed. Its recent politics have been complex, 
but a stable democracy is now in place. Ghana is rich in 
possibilities, eager to join the world in research. In 2010 
and 2011, PASCAL2 came to visit. 
 
 
Following the UNESCO meeting in 2009, Mitja Jermol and Colin 
de la Higuera visited Ghana. They went to see the new Ghana-
India Kofi Annan Centre of Excellence in ICT (AITI-KACE), in 
Accra. “Our main line was to believe that we were able to 
reproduce the highly successful Pascal boot camps in Ghana,” 
says de la Higuera.  
     From the beginning of the first PASCAL Network of 
Excellence, workshops, summer schools and boot camps were 
used to great effect. These events, organised by researchers in 
the PASCAL community enabled researchers to communicate 
their findings and to teach new students the latest cutting edge 
research in machine learning. The boot camps were part of a 
concerted Curriculum Development Programme to educate and 
develop young researchers in the field of machine learning. To 
achieve this, they focussed specifically on the goal of helping 
Masters level students develop skills that might enable them to 
pursue PhDs in machine learning. Lasting up to ten days, the 
boot camps were a cross between a workshop and a summer 
school, with introductory lectures introducing areas such as 
mathematics, probability, clustering and basic machine learning, 
more detailed lectures describing latest research, and lab 
sessions to encourage students to develop practical skills. 
     During their visit to Accra, Jermol and de la Higuera met 
Dorothy Gordon, the Director General of the Ghana-India Kofi 
Annan Centre of Excellence in ICT (AITI-KACE). Gordon is a 
Ghanaian who obtained degrees from the University of Ghana 
and the Institute of Development Studies (IDS) of the University 
of Sussex, UK. After graduation she joined the United Nations 
Development Programme. Today, her career as a specialist in 
international development spans over 25 years.  She has been 
actively involved in shaping Ghana's Information and 
Communications Technology scene for close to 20 years. 
Gordon’s work focuses on using the opportunities that exist 
globally to bring development to Africa. The present direction of 
her work relates to how best ICT can be owned by developing 
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It’s important that Ghana becomes more 
expert in this field. It has so much potential in 
terms of creating new business. 

countries. Her vision is to move Africa from being purely a 
technology consumer to becoming a technology innovator, 
providing overall socio-economic development. This was the 
reason behind the creation of the AITI-KACE - the opportunities 
provided by artificial intelligence were compelling. “It’s important 
that Ghana becomes more expert in this field,” says Gordon. “It 
has so much potential in terms of creating new business.” 
     It seemed like an ideal partnership, and the visit was a great 
success. Five Ghanaian students were chosen to attend the next 
PASCAL2 boot camp, held in Marseille, France. The boot camp 
ran for eight days, and covered a range of topics from kernel 
methods to natural language processing. 
     Following this successful event, which had helped Ghana in a 
small but important way, it was decided to hold another boot 
camp the following year. This would be the largest boot camp 
ever run by PASCAL. It would be held in Accra, Ghana. 
Organised with the assistance of the Framework 7 EU project 

ACTIVE (Advanced Technologies for Knowledge-Intensive 
Enterprises), and the newly created Knowledge 4 All Foundation 
(see “PASCAL2 Legacy” article), the Ghanaian boot camp would 
be the first attempt of this kind at focussed outreach to Africa. It 
was seen as a capacity transfer boot camp, designed to help 
launch the Advanced Information Technology Institute in Accra. 
The boot camp was to be an international event, consisting of 10 
days of intensive training (lectures, practical and lab sessions) 
and designed for master level students, researchers and 
lecturers interested in upgrading their knowledge and skills in the 
areas of Machine Learning. Gordon was enthusiastic. “This 
knowledge sharing forum forms the basis for further research 
and development collaboration between participants and the 
visiting AI experts,” she said at the time.  
     It was a unique event, bringing experts from around the world 
to help develop participants’ scientific skills to enable them to 
collaborate on research in a number of key areas: highly 
innovative application systems, concepts, methods and tools for 
Social Software and Web 2.0, Semantic Technologies, Context 

Mining, Context Modeling, and Context Sensitive Task 
Management, Knowledge Process Mining, Knowledge Process 
Modeling and Pro-Active Knowledge Process Support. The 
event caused quite a stir in the local media, with television and 
newspapers reporting with some excitement that the event 
brought together students from universities in and outside the 
country, “to deliberate on the application of the artificial 
intelligence.” 
     All participants, both students and tutors, learned much from 
the experience. “The Ghanaian people were great and 
enthusiastic,” de la Higuera says. “We can put the results in two 
columns: pros and cons. 
     “Pro: we had a great boot camp, with high quality and 
interesting material. 
    “Pro: we learned a lot. We learned how to outreach differently; 
we learned that colleagues who have so much to do will 
understand the importance of such actions and will be willing to 
help, to give their time. 
     “Con: our goal and their goal did not match. I understood (too 
late) that what mattered most for Dorothy Gordon was 
certification. In Ghana you don't change jobs: you just get better 
conditions (or salary) in the job you have if you get brownie 
points. So really it would have been better to arrive saying: who 
wants to attend this PASCAL course, at the end of which you will 
get PASCAL and K4A certification? Instead, we were saying, as 
academics: who wants to discover this science and learn? Well, 
something else I had to learn.” 
     There can be no doubt that this unique outreach event was a 
great success for the participants. Longer-term collaborations 
inevitably take time to mature, and may become more resilient 
as new Ghanaian researchers in Machine Learning emerge. 
     “I believe strongly,” says de la Higuera, “that both from the 
real successes we had and the errors we made, we can, via 
Knowledge 4 All, propose new initiatives.” 
 

Resources: 
 

AITI-KACE  http://www.aiti-kace.com.gh 
PASCAL bootcamp 2007: http://videolectures.net/bootcamp07_vilanova/ 

bootcamp 2010: http://videolectures.net/bootcamp2010_marseille/ 
Ghana bootcamp: http://videolectures.net/aibootcamp2011_accra/ 

Knowledge 4 All Foundation: http://www.k4all.org 
PASCAL2: http://www.pascal-network.org/ 
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PASCAL2 Impact 
 
 
PASCAL2 was a Network of Excellence funded by the 

European Union. It continued the first PASCAL 

distributed institute which brought together 

researchers and students across Europe, and 

reached out to new countries all over the world. 

PASCAL2 developed the expertise and scientific 

results that helped create new adaptive systems 

technologies and the development of artificial 

cognitive systems of different scales. To achieve this, 

it supported and encouraged collaboration between 

experts in machine learning, statistics and 

optimisation. It also promoted the use of machine 

learning in many relevant application domains such 

as machine vision, speech, haptics, brain-computer 

interface, user-modelling for computer human 

interaction, multimodal integration, natural language 

processing, information retrieval and textual 

information access.  

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Image © Peter Bentley 
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PASCAL was a Network of Excellence that created a 
distributed institute across Europe. It pioneered 
principled methods of pattern analysis, statistical 
modelling, and computational learning. PASCAL2 
inherited this success and went even further. The best 
features were retained: the structuring elements and 
mechanisms such as the semi-annual Themes, and the 
Pump-Priming and Challenges programmes. But 
PASCAL2 refocused the institute towards exciting new 
areas. In its second incarnation, PASCAL tackled the 
emerging challenges created by the ever expanding 
applications of adaptive systems technology and their 
central role in the development of artificial cognitive 
systems of different scales. Learning technology is key to 
making robots more versatile, effective and autonomous, 
and to endowing machines with advanced interaction 
capabilities. The PASCAL2 Joint Programme of Activities 
(JPA) responded to these challenges not only through 
the research topics it addressed but also by engaging in 
technology transfer. 
 
 
Money no longer rules the world. There is a new economy 
growing worldwide – a knowledge economy – with a currency of 
information. Most information will need to be filtered and 
restructured before it becomes usable, particularly incoming 
sensor data. Pattern analysis and machine learning are one of 
the central tools for structuring raw information. Techniques that 
can quickly analyse complex patterns and adapt to new or 
difficult-to-interpret data will be indispensable for maintaining a 
competitive edge in this society. Leading-edge technology will be 
crucial for the competitiveness of both established companies 
and start-ups in this area. At the same time the potential social 
benefits for the knowledge-based society are clear, particularly in 
enabling wider access to information through user interfaces that 
are accessible to a more diverse class of users.  
     PASCAL2 has significantly increased the potential for useful 
applications of machine learning in the analysis of complex 
scientific data, where advanced machine learning techniques are 
being increasingly used. PASCAL2 moved beyond a simple 
extension of data analysis and focussed on new complex 
inferences that can be made to a new ‘cognitive’ level. Through 
the technologies developed by members of the network, systems 
are moving closer to the dream of reliably identifying and making 
use of unforeseen patterns that can guide the formation of new 
representations able to enhance their operation. This ability will 
have a fundamental and far-reaching impact, whether the 
system is an interface providing value added intelligence, a robot 

sensor system exploring a new environment, or a sensor 
network monitoring and controlling a complex application. 
     PASCAL2 ran from 2008 to 2013, continuing to expand the 
infrastructure of the original PASCAL distributed institute. It was 
coordinated through an all-embracing Website that enables the 
managing of its activities through a set of programmes covering 
activities from Workshop organisation to Curriculum 
development (see later sections of this brochure). PASCAL2 has 
also helped create and maintain Videolectures: a system for 
recording events and a repository of the state-of-the-art 
presentations on research topics covered by the network. 
     To achieve its goals and direct research appropriately, a 
series of important research themes were identified, and a series 
of Thematic Programmes were created on the following topics: 
 
• Leveraging Complex Prior Knowledge for Learning 

Thematic Programme (1 March - 30 September 2008) 
• Muilti-Component Learning Thematic Programme (1 

October 2008 - 28 February 2010) 
• Partial or Delayed Feedback Thematic Programme (1 June 

2009 - 31 December 2010) 
• Cognitive Architecture and Robotics Thematic Programme 

Thematic Programme (1 May 2010 - 30 April 2012) 
• Cognitive Inference and Neuroimaging Thematic 

Programme Thematic Programme (1 September 2010 - 30 
September 2011) 

• Activity recognition: A machine learning approach Thematic 
Programme (1 November 2010 - 31 October 2011) 

• Machine Learning for Multimodal Interaction Thematic 
Programme (1 May 2011 - 30 April 2012) 

     
Since 2008, the network has organised a series of world-class 
workshops inspired by these themes, resulting in new 
collaborations and significant new research. 
    As well as the focus on key thematic areas, PASCAL2 also 
encouraged the use of friendly competition amongst research 
groups in order to improve techniques against common 
benchmarks. This was enabled by encouraging members, 
companies or external research groups to organise Challenges 
around real-world datasets or sets of associated tasks (see the 
Challenges section in the brochure). Each challenge enabled its 
entrants to submit their solutions to be published in an 
associated workshop at which the different techniques were 
presented and results compared. Workshops dedicated to 
presenting the results of challenges were held throughout the 
lifetime of the network. Several workshops associated with other 
challenges were linked to major conferences and some regularly 
held workshops are now helping to lead the field in their areas. 
The majority of the datasets developed for the challenges have 
been made available on the web as a permanent resource for 
researchers working in machine learning or the particular 
application area. 
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     The infrastructure/pump-priming programme of PASCAL2 
has supported mini research projects as well as the development 
of enabling technologies in the form of software packages that 
will assist researchers from other disciplines to make rapid use 
of the results of the research (see section on pump-prime 
projects). These provide exciting examples that have motivated 
the development of spin-off projects and commercial 
applications, some of which are described as articles in this 
brochure. The pump-priming programme was designed to bring 
new ideas to a level of maturity where funding for focussed 
projects can be sought. PASCAL2 continued this tradition in the 
area of cognitive systems related research and applications. 
     PASCAL2 included a set of Additional Industrial Partners that 
formed the Industrial Club. They provided input concerning the 
direction of the research through input to the Scientific 
Management Programme and hence the Steering Committee for 
its meeting when the Thematic Programmes were selected. This 
was also a forum for more general input concerning the 
operation of the network and the research directions that could 
have significant impact in developing applications. The Industrial 
Club also had a crucial input to the Harvest Programme both in 
suggesting topics, hosting collaborations, and exploiting the 
results of these focused projects. This programme funded the 
execution of joint projects between academic partners and 
industrial members. Unlike pump-priming projects, Harvest 
projects were of short duration (e.g. three months) and were 
carried out by physically co-located teams of around 6 members 
with the possible remote involvement of RA and student 
supervisors. All projects involved some software development. 
Examples include:  
 
• A software platform for multiple comparison procedures 
• Reverse Calendar 1.0 
• STARK: Self-Tuning Association Rules for KNIME 
• A Large Scale Learning Framework for the Infer Toolkit 
• Learning Methods for Tagging and Parsing in FreeLing 
• PRoNTo (Pattern Recognition Neuroimaging Toolbox) 
• Learning Adapted Video Information Enhancer (La Vie) 
• Uncertainty quantification pipeline for climate models 
• VLFeat: An Open and Portable Library of Computer Vision 

Software 
• A Framework for Sentiment Analysis of a Stream of Texts 
• The Open Experiment Database (MLOpen) 
• An open source tool for machine translation quality 

estimation 
 

     PASCAL2 has enabled Europe to capitalise on its strong 
research record in the area of principled adaptive systems 
design. The PASCAL distributed institute has trained a new 
generation of professionals to take these methods into other 
scientific disciplines as well as industrial applications, enabling 
the exploitation of the vast amount of data now being produced 
in many domains. 
     The distributed nature of the PASCAL Institute held a distinct 
advantage in its ability to reach into a range of different national, 

scientific and commercial communities. This can be seen in the 
diverse range of smaller-scale projects that have been funded 
through different national programmes – there has been a 
mutual interchange between the research of PASCAL2 and 
these different research projects that helps to spread the 
excellence of PASCAL2 research, exploiting its results and 
disseminating its knowledge. 
     PASCAL2 leaves as its legacy the Knowledge For All 
Foundation to continue academic research interaction after the 
end of the project (see final article on “PASCAL2 Legacy” at the 
end of the brochure). The foundation has its roots in PASCAL 
and VideoLectures, but sets its sights on wider goals which 
include: 
 
• Promotion of equal access to academic resources 

independent of race, nationality, gender, disability and 
wealth; 

• Supporting the development of enabling technologies for 
the recording, production, accessing, presentation, and/or 
storage of academic resources; 

• Promotion of the use of open access in new and innovative 
ways that enhance the distribution, accessibility and 
availability of scientific and academic knowledge; 

• Promotion of widespread adoption of open access for 
academic resources; 

• Promotion of open standards for presentation and 
accessing of academic resources; 

• Fostering of academic debate and interaction between 
users and providers and among users with common 
interests ranging from discipline specific questions to 
ethical issues arising as a result of scientific and academic 
knowledge; 

 
     The impacts of PASCAL2 are tremendous across Europe. 
They are also measurable, in terms of the scientific contributions 
made to major conferences in the area such as the International 
Conference on Machine Learning (ICML), Neural information 
Processing Systems (NIPS), and the European Conference on 
Machine Learning (ECML). As the charts on the following pages 
illustrate, year on year, submissions from PASCAL members 
rose and a higher percentage of attendees were members of 
PASCAL. Citations for PASCAL papers submitted to these 
conferences are also impressive, with some older works now 
established as important foundational papers in their fields (and 
over time some of the newer works will surely receive similar 
success). PASCAL research has also influenced a huge variety 
of fields, as can be seen by the number of different conferences 
and sectors that cite PASCAL papers. The ripple of influence of 
PASCAL will continue for many years to come. 
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PASCAL2 takes its role as a Virtual Institute seriously. 

One pioneering approach that showed enormous 

success was the Pump Priming Programme. While 

providing money for travel and secondments is 

always effective, there is nothing like the opportunity 

for research funding to focus the minds of academics. 

PASCAL2 thus continued its role of a mini funding 

agency and encouraged its members and others 

outside the field to collaborate and perform exciting 

new research together by supporting a series of 

preliminary investigations in areas of interest to the 

network. The following pages summarise the 

ambitions and achievements of these pump-primed 

projects. 

Photograph © Marko Grobelnik 
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Learning and Inference in Structured, Higher 
Dimensional Stochastic Differential Systems 
 
There are many areas of scientific research, business analysis 
and engineering for which stochastic differential equations are 
the natural form of system model. Fields such as environmental 
modelling, systems biology, ecological systems, weather, market 
dynamics, traffic networks, neural modelling and fMRI are all 
areas which have regularly used stochastic differential equations 
for describing system dynamics and making predictions. In these 
same areas, ever-increasing data quantities are becoming 
available, and there is a demand to utilise this data to refine and 
develop good system models. However it is very rare for this 
data to be directly used to develop stochastic differential models. 
Where stochastic differential equations are used, simulation 
methods still seem to be the standard modelling approach. 
Downloadable or purchasable tools for utilising inference and 
learning in these continuous-time and nonlinear systems are 
currently unavailable. The long-term aim of this research agenda 
is to develop, implement and promote tools for practical data-
driven modelling for continuous-time stochastic systems. The 
focus is on inference and learning in high dimensional, nonlinear 
stochastic differential systems. We aim to make stochastic 
differential modelling as easy to do as simulation of stochastic 
differential equations (SDEs), fixed time modelling or 
deterministic methods. The immediate goal of this pump priming 
proposal was to coordinate, focus and develop existing 
independent early efforts in this direction at the three sites that 
form part of this proposal. We provided a coherent framework 
and test environment for the collaborative research. We 
researched, developed and firmly established a baseline set of 
methods for stochastic differential inference and learning. We 
proved the benefits and feasibility of these methods within the 
test environment, and provided clear demonstrations of the 
capabilities. This provided an initial toolset for stochastic 
modelling, and a firm grounding for establishing a larger scale 
European collaborative research agenda in this area. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
 
 
 

 
 
 
Modelling Learning and Co-Learning Curves for 
Application to Cognitive-Interfaces 
 
This project studied learning curves in multi-component systems, 
with a special focus on the situation where humans and 
machines interact via an adaptive interface. In this situation a 
system is formed by multiple adaptive components that need to 
learn how to optimise the system’s overall behaviour: each 
component learns to behave so as to achieve the system’s 
optimum. A special application is human-machine interaction, 
where both the users and the interfaces are trying to maximise 
information flow, by adapting to each other. This includes issues 
of co-learning, co-operation; concept tracking; exploration-
exploitation. The presence of delayed, partial, noisy rewards is a 
necessary part of this scenario. The case of N=2 components 
was emphasised, to identify the various modalities of learning, 
before any attempt was made to model the N>2 case. We 
modelled various settings, including active, reinforcement, online 
and learning from independent and identically distributed data, in 
various conditions. The theoretical results were compared with 
experimental learning curves, obtained both for machine learning 
algorithms, and for humans engaged in various tasks (e.g., 
extensive data from Microsoft Research about users learning in 
various games on the Xbox; and web logs of users interacting 
with interfaces; also learning curves from neuroscience 
literature). Finally, we transferred our models to the task of 
designing cognitive interfaces, to deal with one or more users, in 
an adaptive way, including the scenario of interaction within 
online social tagging communities, and various other web based 
co-operation and co-learning settings. 
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Context Models for Textual Entailment and their 
Application to Statistical Machine Translation 
 
Machine Translation systems frequently encounter terms they 
are not able to translate appropriately. Assume for example, that 
an SMT system translating Fujitsu has filed a lawsuit against 
Tellabs for patent infringement is missing the phrases:�filed a 
lawsuit against” in its phrase table. A previously suggested 
solution is to paraphrase (e.g. to: “sued”), and then to translate 
the paraphrased sentence. In this work we suggest a novel 
solution taking place when a paraphrase is not available: By 
translating a sentence whose meaning is entailed by the original 
one, we may lose some information, yet produce a useful 
translation nonetheless: “Fujitsu has accused Tellabs for patent 
infringement”. Textual Entailment provides an appropriate 
framework for handling both these solutions through the use of 
entailment rules. We thus propose a first application of this 
paradigm for SMT, with a primary focus on context models. 
While verifying the validity of the context for a rule application is 
a key issue, little work has been done in that area beyond the 
single word level typically address in WSD tasks. To address this 
issue, we develop probabilistic context models for semantic 
inference in general and to apply them specifically in SMT 
setting, thus exploiting Bar Ilan’s and XRCE’s expertise in these 
fields. 
 
 
 

 
Semi-supervised learning of 
semantic spatial concepts for 
a mobile robot 
 
The ability of building robust semantic 
space representations of 
environments is crucial for the 
development of truly autonomous 
robots. This task, inherently 
connected with cognition, is 
traditionally achieved by training the 
robot with a supervised learning 
phase. This work argues that the 
design of robust and autonomous 
systems would greatly benefit from 
adopting a semi-supervised online 
learning approach. Indeed, the 

support of open-ended, lifelong learning is fundamental in order 
to cope with the dazzling variability of the real world, and online 
learning provides precisely this kind of ability. The research 
focused on the robot place recognition problem, and designed 
online categorization algorithms that occasionally ask for human 
intervention based on a confidence measure. By modulating the 
number of queries on the experienced data sequence, the 
system adaptively trades off performance with degree of 

supervision. Through a rigorous analysis, simultaneous 
performance and query rate guarantees are proven in extremely 
robust (game-theoretic) data generation scenarios. This 
theoretical analysis is supported and complemented by 
extensive evaluation on data acquired on real robotic platforms. 
 

 
Sparse Reinforcement Learning in High 
Dimensions 1 
 
With the explosive growth and ever increasing complexity of 
data, developing theory and algorithms for learning with high-
dimensional data has become an important challenge in 
statistical machine learning. Although significant advances have 
been made in recent years, most of the research efforts have 
been focused on supervised learning problems. This project 
designed, analysed, and implemented reinforcement learning 
algorithms for high-dimensional domains. We investigated the 
possibility of using the recent results in l1-regularization and 
compressive sensing in reinforcement learning. Humans learn 
and act using complex and high-dimensional observations and 
are extremely good in knowing how to dispense of most of the 
observed data with almost no perceptual loss. Thus, we hope 
that the generated results can shed some light on understanding 
of human decision-making. Our main goal was to find 
appropriate representations for value function approximation in 
high-dimensional spaces, and to use them to develop efficient 
reinforcement learning algorithms. By appropriate we mean 
representations that facilitate fast and robust learning, and by 
efficient we mean algorithms whose sample and computational 
complexities do not grow too rapidly with the dimension of the 
observations. We further intend to provide theoretical analysis 
for these algorithms as we believe that such results will help us 
refine the performance of such algorithms. Finally, we intend to 
empirically evaluate the performance of the developed 
algorithms in real-world applications such as a complex network 
management domain and a dogfight flight simulator. 
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Data-Dependent Geometries and Structures : 
Analyses and Algorithms for Machine Learning 
 
A standard paradigm of supervised learning is the data-
independent hypothesis space. In this model a data set is a 
sample of points from some space with a given geometry. Thus 
the distance between any two points in the space is independent 
of the particular sample. In a data-dependent geometry the 
distance depends on the particular points sampled. Thus for 
example consider a data set of “news stories,” containing a story 
in the Financial Times about a renewed investment in nuclear 
technology, and a story in the St. Petersburg Gazetteer about 
job losses from a decline in expected tourism. Although these 
appear initially to be dissimilar, the inclusion of a third story 
regarding an oil pipeline leakage creates an indirect 
“connection.” In the data-independent case the “distance” 
between stories is unchanged while in the data-dependent case, 
the distances reflect the connection. This project was designed 
to address the challenges posed both algorithmically and 
theoretically by data-defined hypothesis spaces. This project 
brought together three sites to address an underlying theme of 
the PASCAL2 proposal that of leveraging prior knowledge about 
complex data. The complexity of real world data is clearly offset 
by its intricate geometric structure - be it hierarchical, long-tailed 
distributional, graph based, and so forth. By allowing the data to 
define the hypothesis space we may leverage these structures to 
enable practical learning - the core aim of this project. This 
three-way collaboration was thought likely to give rise to a wide 
spectrum of possible applications, fostering future opportunities 
for joint research activities. 
 
 
 
 
 

 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Online Learning for Robot Control  
 
Precise models of technical systems and the task to be 
accomplished can be crucial in technical applications. In robot 
tracking control, only a well-estimated inverse dynamics model 
results in both high accuracy and compliant, low-gain control. 
For complex robots such as humanoids or lightweight robot 
arms, it is often hard to analytically model the system sufficiently 
well and, thus, modern regression methods can offer a viable 
alternative. Current regression methods such as Gaussian 
process regression or locally weighted projection regression 
either have high computational cost or are not straightforward to 
use (respectively). Hence, task-appropriate real-time methods 
are needed in order to achieve high performance. This project 
uses the large body of insights from modern online learning 
methods and applied them in the context of robot learning. 
Particularly, we focussed on three novel problems that have not 
yet been tackled in the literature. The first two problems are in 
the learning of inverse dynamics domain: current methods 
largely neglect the existence of input noise and only focus on 
output noise. We considered both sources of noise together. 
This may have far reaching consequences: the input noise only 
exists in training data while in the recall or control case it no 
longer occurs. Secondly, we studied the bias originating from the 
active data generation that is part of the online learning problem. 
Our intention was to build on recent advances in online learning 
algorithms, such as the confidence-weighted algorithm (CW) and 
the adaptive-regularization-algorithm (AROW), and design, 
analyze and experiment new techniques and method to cope 
with the above challenges. Success will allow us to build better 
robot controllers for smooth and delicate robot dynamics. 
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Bridging machine classification and human 
cognition: discriminative vs. generative learning 
 
Classification, one of the most widely studied problems in 
machine learning, is also a central research topic in human 
cognitive psychology. So far these two parallel fields have mostly 
developed in isolation. Our research bridges machine learning 
with human psychology research by investigating discriminative 
vs. generative learning in humans. The distinction between 
discriminative and generative approaches is much studied in 
machine learning, but has not been examined in human learning. 
Discriminative learners find a direct mapping between inputs and 
class labels whereas generative learners model a joint 
distribution between inputs and labels. These approaches often 
result in classification differences. Our preliminary work indicated 
that humans can be prompted to adopt discriminative or 
generative approaches to learning the same dataset. In this work 
we conducted experiments in which we measured learning 
curves of humans who are trained on datasets under 
discriminative vs. generative learning conditions. We used 
datasets which have been previously used as machine learning 
benchmarks and also datasets of brain imaging scans used for 
medical diagnosis. Humans still outperform the most powerful 
computers in many tasks, such as learning from small amounts 
of data and comprehending language. Thus, insights from 
human learning have great potential to inform machine learning. 
An understanding of how humans solve the classification 
problem will be instructive for machine learning in several ways: 
for the many situations where humans still outperform 
computers, human results can set benchmarks for machine 
learning challenges. Additionally, understanding human learning 
approaches can help give direction to the machine learning 
approaches that will have the most potential. Finally, in many 
situations we want machines to behave like humans in order to 
facilitate human computer interactions. An understanding of 
human cognition is important for developing machines that think 
like humans.  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
 
 
 
 
 
 
 
 

 
 
 
 
 
 
 

 
Sparse Reinforcement Learning in High 
Dimensions 2 
 
Although significant advances in learning with high-dimensional 
data have been made in recent years, most of the research 
efforts have been focused on supervised learning problems. We 
propose to design, analyze, and implement reinforcement 
learning algorithms for high-dimensional domains. We will 
investigate the possibility of using the recent results in l1-
regularization and compressive sensing in reinforcement 
learning. Humans learn and act using complex and high-
dimensional observations and are extremely good in knowing 
how to dispense of most of the observed data with almost no 
perceptual loss. Thus, we hope that the generated results can 
shed some light on understanding of human decision-making.  
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Competition has always driven people to achieve 

results that are better than they might have achieved 

working alone. PASCAL2 continued its highly 

successful Challenges programme, enabling its 

members to create their own Machine Learning 

challenges for each other and to disseminate their 

results in PASCAL-sponsored workshops. The 

Challenges also enabled diverse real-world 

applications from other fields to be introduced to the 

machine learning community. More than twenty 

challenges were held during the lifetime of PASCAL2, 

some now so established that they have steered 

research agendas across the world; their regular 

workshops are almost conferences in their own right. 

From sign language to mind-reading, and heart 

sounds to distorted galaxies, here are some of the 

challenges of PASCAL2.

Spider's Web wooden puzzle by Bill Cutler 



Challenges 
 

 46 

 
 



 

 47 

PASCAL Large Scale Learning Challenge 
With the exceptional increase in computing power, storage 
capacity and network bandwidth of the past decades, ever 
growing datasets are collected in fields such as bioinformatics 
(Splice Sites, Gene Boundaries, etc), IT-security (Network traffic) 
or Text-Classification (Spam vs. Non-Spam), to name but a few. 
The growth of data leaves computational methods as the only 
viable way of dealing with data, and it poses new challenges to 
ML methods. The Large-Scale Learning challenge is concerned 
with the scalability and efficiency of existing ML approaches with 
respect to computational, memory or communication resources, 
e.g. resulting from a high algorithmic complexity, from the size or 
dimensionality of the data set, and from the trade-off between 
distributed resolution and communication costs. Indeed many 
comparisons are presented in the literature; however, these 
usually focus on assessing a few algorithms, or considering a 
few datasets; further, they most usually involve different 
evaluation criteria, model parameters and stopping conditions. 
As a result it is difficult to determine how each method behaves 
and compares with the others in terms of test error, training time 
and memory requirements, which are the practically relevant 
criteria. This challenge is designed to be fair and enables a 
direct comparison of current large scale classifiers aimed at 
answering the question: Which learning method is the most 
accurate given limited resources? To this end we provide a 
generic evaluation framework tailored to the specifics of the 
competing methods. Providing a wide range of datasets, each of 
which having specific properties we evaluate the methods based 
on performance figures, displaying training time vs. test error, 
dataset size vs. test error and dataset size vs. training time. 
 

 
Visual Object Classes Challenges 2008, 2009, 
2010, 2011, 2012 
The Visual Object Classes Challenge was organised for eight 
years in a row, with increasing success. For example, the VOC 
2011 workshop took place at ICCV and there were 
approximately 200 attendees. There were very healthy numbers 
of entries: 19 entries for the classification task, 13 for detection, 
and 6 for segmentation. There was also a successful 
collaboration with ImageNet (www.image-net.org) organized by a 
team in the US. They held a second competition on their dataset 
with 1000 categories (but with only one labelled object per 
image). It is safe to say that the PASCAL VOC challenges have 
become a major point of reference for the computer vision 
community when it comes to object category detection and 
segmentation. There are over 800 publications (using Google 
Scholar) which refer to the data sets and the corresponding 
challenges. The best student paper winner at CVPR 2011 made 
use of the VOC 2008 detection data; the prize winning paper at 
ECCV 2010 made use of the VOC 2009 segmentation data; and 
prize winning papers at ICCV 2009, CVPR 2008 and ECCV 
2008 were based on the VOC detection challenge (using our 
performance measure in the loss functions). 

     The basic challenge is the recognition of objects from a 
number of visual object classes in realistic scenes (i.e. not pre-
segmented objects). There can be multiple objects in each 
image. There are typically three main competitions with 20 object 
classes and around 10,000 images on: classification (is an 
object of class X present?), detection (where is it and what is its 
size?), segmentation (pixel-wise labelling). There were also 
"taster" competitions on subjects such as: layout (predicting the 
bounding box and label of each part of a person) and human 
action recognition (e.g. riding a bike, taking a photo, reading) 
The goal of the layout and action recognition tasters was to 
provide a richer description of people in images than just 
bounding box/segmentation information. Our experiences in 
2010 and 2011 with Mechanical Turk annotation for the 
classification and detection challenges were that it was hard to 
achieve the level of quality we require from this pipeline. The 
focus for VOC 2012 annotation was thus to increase the labelled 
data for the segmentation and action recognition challenges. The 
segmentation data is of a very high quality not available 
elsewhere, and it is very valuable to provide more data of this 
nature. The legacy of the VOC challenges is the freely-available 
VOC 2007 data which was ported to mldata.org. We also 
extended our evaluation server to display the top k submissions 
for each of the challenges (a leaderboard feature), so that the 
likely performance increases after 2012 can be viewed on the 
web (similar to that available for the Middlebury evaluations, see 
http://vision.middlebury.edu/stereo/eval/).  
 

 
Pautomac competition: Learning Probabilistic 
Automata and Hidden Markov Models 
Finite state automata (or machines) are well-known models for 
characterizing the behaviour of systems or processes. They 
have been used for several decades in computer and software 
engineering to model the complex behaviours of electronic 
circuits and software such as communication protocols. They are 
equivalent to Hidden Markov Models, used in a number of 
applications. The state of the art of learning either of these types 
of machines from strings is unclear as there has never been a 
challenge or even a benchmark over which learning algorithms 
have been compared.  
     The goal of PAutomaC is to provide an overview of which 
probabilistic automaton learning technique works best in which 
setting and to stimulate the development of new techniques for 
learning distributions over strings. Such an overview will be very 
helpful for practitioners of automata learning and provide 
directions to future theoretical work and algorithm development. 
PAutomaC will provide the first elaborate test-suite for learning 
string distributions. The task is of interest to:  
• Grammatical Inference theoreticians wanting to find out 

how good their ideas and algorithms really are;  
• Pattern recognition practitioners who have developed fine 

tuning EM inspired techniques to evaluate the parameters 
of HMMs or related models;  

• Statistical modelling experts who have to deal with strings 
or sequences.  
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MEG mind reading challenge 
November 2010- June 2011 
The goal of this challenge is to decode a natural stimulus from 
short time periods extracted from a continuous MEG signal 
(measured specifically for the challenge and made freely 
available), and the problem is formulated as a classification task. 
The data consisted of 204 MEG channels measured under 
stimulation with different types of movies (football, feature film 
etc), and the mind reading task was to decode the type of the 
movie for testing data. The results of the challenge were 
presented in the ICANN 2011 conference themed 'Machine 
learning re-inspired by brain and cognition'. From the modelling 
side, the challenge built on earlier PASCAL workshops on 
Learning from multiple sources organized in NIPS 2008 and 
2009, aiming to provide public data useful for developing such 
models. The challenge provided information on feasibility of 
decoding natural stimuli from continuous MEG signal, which is a 
novel task. It is also provided data for future evaluation of multi-
source learning models, useful also for machine learning 
researchers outside MEG analysis.  
 
 
Unsupervised Grammar Induction 
The challenge considers the problem of inducing a grammar 
directly from natural language text. Resultant grammars can then 
be used to discriminate between strings that are part of the 
language (i.e., are grammatically well formed) and those that are 
not. This has long been a fundamental problem in Computational 
Linguistics and Natural Language Processing, drawing from 
theoretical Computer Science and Machine Learning. The 
popularity of the task is driven by two different motivations. 
Firstly, it can help us to better understand the cognitive process 
of language acquisition in humans. Secondly, it can help with 
portability of NLP applications into new domains and new 
languages. Most NLP algorithms rely on syntactic parse 
structure created by supervised parsers, however training data in 
the form of treebanks only exist for a few languages and for 
specific domains, thus limiting the portability of these algorithms. 
The challenge we are proposing aims to foster continuing 
research in grammar induction, while also opening up the 
problem to more ambitious settings, including a wider variety of 
languages, removing the reliance on part-of-speech and, 
critically, providing a thorough evaluation. 
     The data that we provided was collated from existing 
treebanks in a variety of different languages, domains and 
linguistic formalisms. This gives a diverse range of data upon 
which to test grammar induction algorithms yielding a deeper 
insight into the accuracy and shortcomings of different 
algorithms. Where possible, we intend to compile multiple 
annotations for the same sentences such that the effect of the 
choice of linguistic formalism or annotation procedure can be 
offset in the evaluation. Overall this test set forms a significant 
resource for the evaluation of parsers and grammar induction 
algorithms, and help to reduce the NLP field’s continuing 
reliance on the Penn Treebank. 

Large Scale Hierarchical Text Classification 2009, 
2012 
May 2009 - December 2009 
In recent years, the problem of hierarchical text classification has 
been addressed in machine learning literature, but its handling at 
large scale (i.e. involving several thousand categories) remains 
an open research issue. Combined with the increasing demand 
for practical systems of this kind, there seems to be a need for a 
significant push of this research activity. This is our motivation 
for this PASCAL challenge aiming at assessing models, methods 
and tools for classification in very large, hierarchically organized, 
category systems. We prepared large datasets for 
experimentation, based in the ODP Web directory 
(www.dmoz.org), as well as baseline classifiers based on k-NN 
and logistic regression. We used two of these datasets for the 
challenge: a very large one (around 30,000 categories) and a 
smaller one (around 3,000 categories). The participants were 
given the chance to dry-run their classification methods on the 
smaller datasets. They were then asked to learn their system 
using the training and validation parts of the larger set, and 
provide their classification results on the test part. A two-sided 
evaluation of the participating methods was used: one 
measuring classification performance and one computational 
performance. Work on this challenge resulted in a new EU 
project "BioASQ: A challenge on large-scale biomedical 
semantic indexing and question answering" which started on 
October 1, 2012. 
 
Learning Propagation Models from Social 
Networks  
The emergence of Social Networks and Social Media sites has 
motivated a large amount of recent research. Different generic 
tasks are currently studied such as Social Network Analysis, 
Social Network annotation, Community Detection, Link 
Prediction. One classical question concerns the study of 
temporal propagation of information through this new type of 
media. It aims at studying how information propagates on a 
network. Many recent works are directly inspired from the 
literature in the epidemiologic domain or in the social science 
domain. These works mainly propose different propagation 
models - independent cascade models or linear threshold 
models - and analyze different properties of these models, such 
as the epidemic threshold. Recently, instead of analyzing how 
information spreads, different articles address the problem of 
predicting the propagation in the future ([4, 5]). This is a key 
problem with many applications like Buzz prediction - predicting 
if a particular content is a buzz - or Opinion Leader Detection - 
detecting if a node in a network will well spread content.  
     This challenge analyzed and compared the quality of 
propagation prediction methods. The challenge was organized in 
order to facilitate the participation of any interested researcher, 
by providing simple tools and easy to use datasets. We 
anticipate that the produced material can become the first large 
benchmark for propagation models. 
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Gesture Recognition 
The competition on gesture recognition was organised in 
collaboration with the DARPA Deep Learning program. This 
challenge was part of a series of challenges on the theme of 
unsupervised and transfer learning. The goal is to push the state 
of the art in algorithms capable of learning data representations, 
which may be re-used from task to task, using unlabelled data 
and/or labelled data from similar domains. In this challenge, the 
competitors were given a large database of videos of American 
Sign Language performed by native signers and videos of 
International Sign Language performed by non-native signers, 
which we collected using Amazon Mechanical Turk. Entrants 
each developed a system that was tested in a live competition 
on gesture recognition. The test was carried on a small but new 
sign language vocabulary. The platform of the challenge remains 
open after the end of the competition and all the datasets are 
freely available for research in the Pascal 2 repository. 
 
 
Recognising Textual Entailment 
The RTE challenges have run annually for several rounds to 
great success. The task consists of recognizing that the meaning 
of a textual statement, termed H (the hypothesis), can be 
inferred by the content of a given text, termed T (the text). Given 
a set of pairs of Ts and Hs as input, the systems must recognize 
whether each T entails the corresponding H, classifying whether: 
-T entails H 
-T contradicts H, or shows it false 
-the veracity of H is unknown on the basis of T. 
A human-annotated development set is first released to allow 
investigation, tuning and training of systems, which are then 
evaluated on a gold-standard test set. 
     In later rounds of the challenge, the given texts were made 
substantially longer, usually corresponding to a coherent portion 
of the document such as a paragraph or a group of closely 
related sentences. Texts come from a variety of unedited 
sources. Thus, systems are required to handle real text forms 
that may include typographical errors and ungrammatical 
sentences. A novel Entailment Search pilot task was also 
introduced. 
  
 

GRavitational lEnsing Accuracy Testing 
(GREAT08, GREAT10 & GREAT3)  
Gravitational lensing is the process where light from distant 
galaxies is bent by intervening mass in the Universe as it travels 
towards us. This bending process causes the shapes of galaxies 
to appear distorted. By measuring the properties and statistics of 
this distortion we are able to measure the properties of both dark 
matter and dark energy. For the vast majority of galaxies the 
effect of gravitational lensing is to simply apply a matrix distortion 
to the whole galaxy image: The shears g1 and g2 determines the 
amount of stretching along the axes, and along the diagonals, 
respectively. Since galaxies are not circular, we cannot tell 
whether any individual galaxy has been gravitationally lensed. 

We must statistically combine the measured shapes of many 
galaxies, marginalising over the (poorly known) intrinsic galaxy 
shape distribution, to extract information on dark matter and dark 
energy.  
     The GREAT challenges focussed on this unresolved and 
crucial problem which is of paramount importance for current 
and future cosmological observations. The resolution of this 
statistical inference problem would allow the cosmological world 
to answer some of the most important questions in physics. 
Solution of this problem would allow the cosmological community 
to reveal the nature of dark energy with the highest possible 
precision. This could rule out Einstein’s cosmological constant as 
a candidate for the dark energy and inspire a new theory to 
replace Einstein’s gravity. 
     For the challenges a suite of several million images was 
provided for download from a server at UCL with multiple mirrors 
provided at other institutions. Each image contains one galaxy or 
star (convolution kernel image) in roughly the center of the 
image. The images would be labelled as star�or galaxy. The 
images would be divided into sets. Each set would contain a 
small number of star images from which the convolution kernel 
can be obtained for that set. Each galaxy image in a set would 
have the same shear (and convolution kernel) applied. The 
GREAT participant would then submit a shear estimate for each 
set of images. A key problem is that, as in real life, we will not be 
providing a model describing the shapes of the stars or galaxies. 
These must be inferred from the data simultaneously with 
measuring the shear, from noisy, incomplete and pixelised data.  
     The challenges have at least two key aspects that go beyond 
applications of machine learning. Firstly the estimation is 
required to be extremely accurate, something that contrasts with 
more traditional estimation tasks. Secondly the sizes of the data 
sets are very large. Both of these features have made the 
challenges of great interest to current developments in machine 
learning.  
 
 

BCI Competitions 
A Brain-Computer Interface (BCI) is a novel augmentative 
communication system that translates human intentions - 
reflected by suitable brain signals - into a control signal for an 
output device such as a computer application or a 
neuroprosthesis. In developing a BCI system many fields of 
research are involved, such as classification, signal processing, 
neurophysiology, measurement technology, psychology, control 
theory. In recent EEG-based BCI research the role of machine 
learning (a BCI approach pioneered by Fraunhofer FIRST at 
NIPS*01) becomes more and more important. In the literature, 
many machine learning and pattern classification algorithms 
have been reported to give impressive results when applied to 
BCI data in offline analyses. However, it is more difficult to 
evaluate their relative value for actual online use. Typically in 
each publication a different data set is used, such that -- given 
the high inter-subject variability with respect to BCI performance 
-- a comparison between different methods is practically 
impossible. Furthermore the offline evaluation EEG classification 
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methods holds many possible pitfalls that lead to an 
overestimation of the performance. BCI data competitions have 
been organized to provide objective formal evaluations of 
alternative methods and therefore to foster the development of 
improved BCI technology by providing an unbiased validation of 
a variety of data analysis techniques.  
     Five Brain-Computer-Interface (BCI) competitions have been 
held, all to great success. The first BCI Competitions addressed 
basic problems of BCI research (most tasks posed the problem 
of classifying short term windows of defined mental states), and 
later BCI Competition addressed advanced problems with time-
continuous feedback, classifiers that needed to be applied to 
sliding windows and the integration of different measurement 
sources for generating BCI control signals. More than 200 
submissions from more than 50 different labs; one overview 
article has appeared (IEEE Trans Neural Sys Rehab Eng, 
14(2):153-159, 2006) and a special volume of Lecture Notes 
Computational Science in 2010). Furthermore individual articles 
of the competition winners have appeared in different journals.  
 

 
Experimental Design Challenge 
Much of machine learning and data mining has been so far 
concentrating on analyzing data already collected, rather than 
collecting data. While experimental design is a well-developed 
discipline of statistics, data collection practitioners often neglect 
to apply its principled methods. As a result, data collected and 
made available to data analysts, in charge of explaining them 
and building predictive models, are not always of good quality 
and are plagued by experimental artifacts. In reaction to this 
situation, some researchers in machine learning and data mining 
have started to become interested in experimental design to 
close the gap between data acquisition or experimentation and 
model building. This has given rise of the discipline of active 
learning. In parallel, researchers in causal studies have started 
raising the awareness of the differences between passive 
observations, active sampling, and interventions. In this domain, 
only interventions qualify as true experiments capable of 
unravelling cause-effect relationships. 
     In this challenge, which follows on from two very successful 
earlier challenges (“Causation and Prediction”, and “Competition 
Pot-luck”) sponsored by PASCAL, we evaluated methods of 
experimental design, which involve the data analyst in the 
process of data collection. From our perspective, to build good 
models, we need good data. However, collecting good data 
comes at a price. Interventions are usually expensive to perform 
and sometimes unethical or impossible, while observational data 
are available in abundance at a low cost. For instance, in policy-
making, one may want to predict the effect on a population's 
health status of forbidding the use of cell phones when driving, 
before passing a law to that effect. This example illustrates the 
case of an experiment, which is possible, but expensive, 
particularly if there turns out to be of no effect. Practitioners must 
identify strategies for collecting data, which are cost effective 
and feasible, resulting in the best possible models at the lowest 
possible price. Hence, both efficiency and efficacy are factors of 

evaluation considered in this new challenge. Evaluating 
experimental design methods requires performing actual 
experiments. Because of the difficulty of experimenting on real 
systems in the context of our challenge, experimentation were 
made on realistic simulators of real systems, trained on real data 
or incorporating real data. The tasks were taken from a variety of 
domains, including medicine, pharmacology, manufacturing, 
plant biology, sociology, and marketing. Typical examples of 
tasks include: to evaluate the therapeutic potential or the toxicity 
of a drug, to optimize the throughput an industrial manufacturing 
process, to assess the potential impact of a promotion on sales. 
The participants carried out virtual experiments by intervening on 
the system, e.g. by clamping variables to given values. We made 
use of our recently developed Virtual Laboratory. In this 
environment, the participants pay a price in virtual cash to 
perform a given experiment, hence they must optimize their 
design to reach their goal at the lowest possible cost. This 
challenge contributed to bringing to light new methods to 
integrate modeling and experimental design in an iterative 
process and new methods to combine the use of observational 
and experimental data in modeling. 
 
Zulu: an interactive learning competition 
The challenge addressed the issue of active learning: a server 
can be accessed via the web and queries can be made. The 
goal (for the participant) is to obtain the best classifier making 
use of a fixed number of queries. The classifiers used are DFA, 
allowing participants to use Angluin's L* algorithm as a starting 
point. Zulu is both a web based platform simulating an Oracle in 
a DFA learning task and a competition. As a web platform, Zulu 
allows users to generate tasks, to interact with the Oracle in 
learning sessions and to record the results of the users. It 
provides the users with a baseline algorithm written in JAVA, or 
the elements allowing to build from scratch a new learning 
algorithm capable of interacting with the server. In order to 
classify the contestants, a two-dimensional grid was used: one 
dimension concerns the size (in states) of the automata, and the 
other the size of the alphabet.  
  
KDD cup 2009: Fast Scoring on Large Databases  
This challenge uses important marketing problems to benchmark 
classification methods in a setting typical of large-scale industrial 
applications. Three large databases made available by the 
French Telecom company, Orange, were used, each with tens of 
thousands of examples and variables. These data are unique in 
that they have both a large number of examples and a large 
number of variables, making the problem particularly challenging 
to many state-of-the-art machine learning algorithms. The 
problems used to illustrate this technical difficulty were the 
marketing problems of churn, appetency and up-selling. Churn is 
the propensity of customers to switch between service providers, 
appetency is the propensity of customers to buy a service, and 
up-selling is the success in selling additional good or services to 
make a sale more profitable. The challenge participants were 
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given customer records and their goal was to predict whether a 
customer will switch provider (churn), buy the main service 
(appetency) and buy additional extras (up-selling), hence solving 
simultaneously three 2-class classification problems.  
    Large prizes were donated by Orange (10000 Euros) to 
encourage participation. Winners were designated for gold, silver 
and bronze prizes, sharing the total amount. 
 
Multi-Agent PacMan  
Learning in partially observed environments is known to be a 
daunting task for artificial agents. In multi-agent scenarios, 
however, collaboration may decrease the degree of partial 
observation. We suggest an extension of the classical PacMan 
game in which there can be two PacMen. The game becomes 
harder, because the policy of the other agent is not known and 
may change over time. Reward can be set as in the original 
game (you get what you eat). This is a competitive scheme for 
more than one agent. Alternatively, both agents can be rewarded 
irrespective of who achieved the goal. This setting makes the 
game cooperative. 
    In our competition, the participants received the game 
framework (written in Java) and the code that can control an 
example artificial agent trained in the fully observable 
environment. This agent provided a basis or reference to gauge 
the improvement. Agents could be trained under cooperative or 
competitive scenarios. In all cases the two PacMen playing in 
the same game were programs of different competitors. To test 
the agents against human performance, human players could 
directly take part in the one-on-one bouts. Only designers could, 
however, receive the prize.  
 
Semisupervised and unsupervised Morpheme 
Analysis -- Morpho Challenge 
The objective of the challenges was to design a statistical 
machine learning algorithm that discovers the morphemes 
(smallest individually meaningful units of language) that 
comprise words. Ideally, these are basic vocabulary units 
suitable for different tasks, such as text understanding, machine 
translation, information retrieval, and statistical language 
modeling. The scientific goals are: 
• To learn of the phenomena underlying word construction in 

natural languages 
• To discover approaches suitable for a wide range of 

languages  
• To advance machine learning methodology 
    The Morpho Challenges ran successfully in 2005, 2007, 2008, 
2009 and 2010. They aimed at advancing the field of machine 
learning by providing a concrete application challenge for both 
semi-supervised and unsupervised algorithms whose objective is 
to learn to provide morphological analyses for words. The 
algorithms will be evaluated in information retrieval (IR) and 
statistical machine translation (SMT) tasks. Both tasks are 
evaluated using the state-of-the-art evaluation systems and 
evaluation corpora to see which algorithm performs best and 

does it improve the state-of-the-art. The Morpho Challenges 
have evoked significant interest both as participants in the 
challenge and as citations of the evaluation results.  
     
WCCI 2010 Active Learning Challenge 
This challenge addresses machine learning problems in which 
labeling data is expensive, but large amounts of unlabeled data 
are available at low cost. Examples include: - Handwriting and 
speech recognition; - Document classification (including Internet 
web pages); - Vision tasks; - Drug design using recombinant 
molecules or protein engineering. Such problems might be 
tackled from different angles: learning from unlabeled data or 
active learning. In the former case, the algorithms must satisfy 
themselves with the limited amount of labeled data and 
capitalize on the unlabeled data with semi-supervised learning 
methods. Several challenges have addressed this problem in the 
past. In the latter case, the algorithms may place a limited 
number of queries to get new sample labels. The goal in that 
case is to optimize the queries and the problem is referred to as 
active learning.  
      In most past challenges we organized, we used the same 
datasets during the development period and during the test 
period. In this challenge we used two sets of datasets, one for 
development and one for the final test, drawn from: Embryology, 
cancer diagnosis, chemoinformatics, handwriting recognition, 
text ranking, ecology, and marketing. 
 
Separating and recognising speech in natural 
environments 
In this challenge we consider the problem of separating and 
recognising speech in the cluttered acoustic backgrounds that 
characterise everyday listening conditions. In 2005, Pascal 
sponsored a highly successful ‘Speech Separation Challenge,’ 
which addressed the problem of recognising overlapping speech 
in single and multiple microphone scenarios. Although the 
challenge attracted much interest and culminated in the 
publication of a dedicated special issue of Computer Speech and 
Language, the focus on overlapping speech encouraged special-
case solutions that do not necessarily generalise to real 
application scenarios. Five years on, the second challenge in 
PASCAL2 built on this work by extending the problem in ways 
that better modelled the demands of real noise-robust speech 
processing systems. In particular we considered the problem of 
a ‘speech-driven home automation’ application that needs to 
recognise spoken commands within the ongoing complex 
mixture of background sounds found in a typical domestic 
environment. The task was to identify the target commands 
being spoken given the binaural mixtures. Data was supplied 
first as isolated utterances (as is traditional for speech 
recognition evaluations) and then, more realistically, as 
sequences of utterances mixed intermittently into extended 
background recording sessions. 
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Exploration and Exploitation in content 
optimisation 
The two challenges held during PASCAL2 build on the success 
of the Exploration vs exploitation challenge run in PASCAL1. 
This challenge considered the standard bandit problem but with 
response rates changing over time. Despite the apparent 
simplicity of this challenge it inspired a range of very important 
developments including the UCT (Upper Confidence Tree) 
algorithm and its successful application to artificial Go in the 
award winning MoGo system. The earlier challenge included a 
£1000 award to the winner. The later challenges built on the 
earlier challenge in two important respects. Firstly, they 
considered so-called multi-variate bandits, that is bandits where 
the visitor/arm combination have associated features that are 
expected potentially to enable more accurate prediction of the 
response probability for that combination. Secondly, the data 
was drawn from a real-world dataset of advertisement (banner) 
placement on webpages with the response corresponding to 
click-through by the user.  
    The multi-variate bandit problem represents an important 
stepping stone towards more complex problems involving 
delayed feedback, such as reinforcement learning. It involves a 
single state, but by involving the additional features takes 
significantly closer to standard supervised learning when 
compared to the simple bandits considered in the first challenge. 
The ability to respond accurately and bound performance for 
such systems is an important step towards a key component that 
can be integrated into cognitive systems, one of the major goals 
of the PASCAL network.  
  
 
UAI 2010 Approximate Inference Evaluation  
Probabilistic graphical models are a powerful tool for 
representing complex multivariate distributions. They have been 
used with considerable success in many fields, from machine 
vision and natural language processing to computational biology 
and channel coding. One of the key challenges in using such 
models in practice is that the inference problem is 
computationally intractable in many cases of interest. This has 
prompted much research on algorithms that approximate the 
inference task. Examples for such algorithms are loopy belief 
propagation, then mean field method and Gibbs sampling. Due 
to the wide use of graphical models it is of key importance to 
design algorithms that work well in practice. Empirical evaluation 
in this case is key, since one does not expect approximation 
algorithms to work well for any problem (due to the theoretical 
intractability of inference). 
     The challenge was held as part of the Uncertainty in Artificial 
Intelligence conference (UAI). The challenge involved several 
inference tasks (finding the MAP assignment, computing the 
probability of evidence, calculating marginals, and learning 
models using approximate inference). Participants provided 
inference algorithms and these were applied to models from the 
following domains: machine vision (e.g., segmentation and 
object detection), computational biology (e.g., protein design and 

pedigree analysis), constraint satisfaction, medical diagnosis and 
collaborative filtering, as well as some synthetic problems whose 
graph structure appears in real world problems (e.g., 2D and 3D 
grids).  
     Evaluating the state of the art in the field of approximate 
inference helps guide research in the field. It highlights which 
methods are particularly promising in which domains. 
Additionally, since running time was carefully evaluated, it 
indicates which methods can perform on very large scale data.  
 
 
Unsupervised and Transfer Learning Challenge  
This challenge addressed a question of fundamental and 
practical interest in machine learning: the assessment of data 
representations produced by unsupervised and transfer learning 
procedures. By unsupervised learning we mean learning strictly 
from unlabelled data. In contrast, transfer learning is concerned 
with learning from labelled data from tasks that are related but 
different from the task at hand. For instance, the task to be 
performed may be recognizing alphabetical letters and the 
training task may be recognizing digits. Several large datasets 
from various application domains were made available for the 
evaluation. The task of the participants was to produce a data 
representation on an evaluation dataset, given both a very large 
unlabelled development set and an unlabelled evaluation set.  
     For clarity of the scientific evaluation, a first phase of the 
challenge focussed strictly on unsupervised learning. It was then 
followed by a second phase on transfer learning in which a few 
target values (labels) for other tasks than the evaluation task 
(training tasks) were provided on development data (details in 
the PDF file attached).  
     We used data from five different domains (handwriting 
recognition, object recognition from still images, action 
recognition in videos, text processing, sensor data) and specified 
that the participants made entries on all datasets to demonstrate 
the versatility of the method employed. The datasets were 
selected to follow a number of criteria: (1) being of medium 
difficulty to provide a good separation of results obtained by 
different approaches, (2) having over 10,000 unlabeled 
examples, (3) having over 10,000 labeled examples, with more 
than 10 classes and a minimum of 100 examples per class. 
      We believe this challenge has helped advance methodology 
in evaluating unsupervised learning algorithms and channel 
research effort on the important new problem of transfer 
learning. Every year, dozens of papers on unsupervised space 
transformations, dimensionality reduction and clustering get 
published. Yet, practitioners tend to ignore them and continue 
using a handful of popular algorithms like PCA, ICA, k-means, 
and hierarchical clustering. An evaluation free of inventor bias 
might help identify and popularize algorithms, which have 
advanced the state of the art. Another aspect of this challenge 
was to promote research on deep machine learning 
architectures, which use hierarchical feature representations.  
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Classifying Heart Audio Challenge 
According to the World Health Organisation, cardiovascular 
diseases (CVDs) are the number one cause of death globally: 
more people die annually from CVDs than from any other cause. 
An estimated 17.1 million people died from CVDs in 2004, 
representing 29% of all global deaths. Of these deaths, an 
estimated 7.2 million were due to coronary heart disease. Any 
method which can help to detect signs of heart disease could 
therefore have a significant impact on world health. This 
challenge was to produce methods to do exactly that. 
     The purpose of this challenge was to attempt to automate the 
expertise of cardiologists using machine learning, by classifying 
heart sounds into groups corresponding to specific medical 
conditions. The challenge was also to help us learn more about 
the distribution of heart sounds and how they might be most 
effectively clustered. The challenge exploited machine learning 
methods for a real world application involving data gathered by 
the general public and emailed via smart phones to a central 
server, and also data gathered by physicians using a digital 
stethoscope. The aim was to attempt to duplicate some of the 
cognitive processes of a trained cardiologist during the diagnosis 
process, when listening to heart sounds. This cognitive 
automation investigates the question: can an algorithm classify 
heart sounds into different categories of disease without the 
additional domain knowledge available to the trained 
cardiologist? The challenge results were presented at a 
workshop held at AISTATS 2012, the winner receiving an iPad. 
Since then the data gathered for the challenge has been used 
several times by other researchers.  
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PASCAL2 Legacy 
 
 
The PASCAL2 and PASCAL Networks of Excellence 

have spanned nearly a decade of discovery, 

collaboration and comradeship. Their innovative 

outreach programme included VideoLectures, one of 

the most successful online teaching resources for 

computer science today. While the PASCAL name 

may not be used in the future, the spirit of cooperation 

and support is being continued in the legacy 

organisation: the Knowledge for All Foundation.  
 
 

 

Photograph © Davor Orlic 
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The World Summit Award (WSA) was launched in 2003 
and is a part of the United Nations Summit on the 
Information Society. The global competition is for the 
best e-Content and global creativity. In 2013 the WSA 
Online Jury evaluated 200 WSA winners from the last 
decade and selected their eight all-time bests: the 
WSIS+10 Global Champions. VideoLectures.net was 
selected as the winner in the “e- Science & Technology” 
category. On 26 February 2013, Videolectures.net was 
presented its award for being one of the most 
outstanding examples of creative and innovative e-
Content in the world in the last decade. It’s an excellent 
start for its new parent organisation, the Knowledge for 
All 
Foundation.  
PASCAL will 
leave behind an 
indelible 
impression on 
the research 
landscape for 
decades to 
come. As this 
brochure and 
the brochure 
before it have 
highlighted, the 
two PASCAL 
Networks of 
Excellence 
have helped 
young 
researchers 
begin their 
careers, helped 
organise major 
conferences, 
even helped 
establish new fields. PASCAL has established a dominant role in 
European Machine Learning research and triggered many on-
going research projects. It also pioneered new outreach 
methods, including an award-winning online lecture service, 
which continues to expand its capabilities. The era of the 
PASCAL Network may be over, but its community will continue. 
To ensure their work continues unabated, at the request and 
with the support of the EU, the PASCAL2 Network has now 
established a legacy organization.  

     “The idea was that these networks of excellence would create 
a permanent presence in Europe,” explains John Shawe-Taylor. 
“We proposed to establish a legal entity that could carry forward 
some of the activities of PASCAL. That was founded. It’s a UK 
company, now registered as a charity. It’s called the Knowledge 
For All Foundation Ltd.” The six trustees are all PASCAL 
coordinators: John Shawe-Taylor, Steve Gunn, Colin de la 
Higuera, Mitja Jermol, Marko Grobelnik and Dunja Mladenic. 
     The unique selling point of The Knowledge For All Foundation 
Ltd (K4A) is the focus on intelligent technologies for education. 
In this way it continues to support the development and use of 
new machine learning approaches pioneered by PASCAL, with a 
focus on enhancing the capture and delivery of educational 
resources. The charity foresees the use of machine learning in a 
number of key areas: content analytics and understanding, 
learning analytics and user modelling, multilingual and language 
translation technologies and personalisation through adaptive 
interfaces. K4A members already possess wide range of text, 

image and video 
analytics tools, 
various cross-
lingual methods 
and many 
successful user-
modelling 
applications. 
Already the team 
are developing 
services for 
transcription and 
translation and 
services for user 
modelling and 
personalisation. 
But perhaps most 
significantly, the 
charity continues 
the support of 
VideoLectures that 
began with 
PASCAL and was 
continued with 
PASCAL2 (see 
box). 
     “One of the 

principal aims of The Knowledge 4 All Foundation Ltd (K4A) is to 
maintain and develop the provision of online educational videos 
that it has helped to create through the VideoLectures.Net 
portal,” says Davor Orlic, the first employee of K4A. “PASCAL 
and PASCAL2 are the two projects that initiated this process and 
have supplied the lion’s share of the contribution both in terms of 
total amount of financial input and amount of content. This has 
been an outstanding success and was in many ways ahead of its 
time.” 



PASCAL2 Legacy 

 58 

Ten years of PASCAL network has developed a 
sense of unity, one would go as far as call it 
comradeship, between a number of researchers 
and teams in Europe. 

VideoLectures.Net 
 
VideoLectures was born in 2001 as an internally-funded project 
at the Jozef Stefan Institute, Slovenia. The pilot project involved 
videoing the weekly Solomon Lectures held at the institute – 
regular lectures open to the public on artificial intelligence and 
general computer science topics. These were made available 
online in an attempt to enable students and researchers around 
the world to become part of a global audience. 
    These initial experiments were so successful that the team 
behind VideoLectures began to collaborate with a series of 
European projects. One of the first and main contributors (both 
financially and in terms of lectures) was PASCAL, helping 
VideoLectures to grow rapidly. PASCAL’s many workshops and 
links to major conferences contributed several hundred new 
lectures for the site (three times more than from any other 
project) providing a valuable resource for PASCAL researchers. 
    Soon the use of increasingly advanced video streaming 
technology made VideoLectures the collaborator of choice for 
many. As VideoLectures was seen to provide quality recordings 
for existing projects, the team were increasingly approached to 
become involved with new projects. Over the next few years, 
VideoLectures.Net joined forces with a series of Framework 5, 6 
and 7 projects. The team also approached major conferences 
and events and recorded them in full. 
    Such extensive involvement with so many projects quickly 
transformed the online resource into a truly global phenomenon 
covering an impressive range of topics. 
    VideoLectures is now run by the dedicated Center for 
Transfer in Information Technologies at the Jozef Stefan 
Institute, led by Mitja Jermol since 2003. Enabled by a move to 
the Django web toolkit in early 2007, PowerPoint slides now 
appear next to the video, timed to change as the video plays. 
Talks on similar topics are linked. Viewers can comment on the 
lectures, leading to online discussions about the material. The 
number of downloads are listed, and lectures are ranked 
according to their popularity. These innovations have created a 
real change to the style and quality of presentations being made 
by academics. “People check their ratings and ask themselves 
why someone less famous than they are is getting more 
downloads,” says Jermol. “This encourages them to improve 
their style.” 
     As the technology improves and is made increasingly 
consistent over all operating systems and browsers, the number 
of visits from people across the world increases (see map). 
Feedback from viewers is also excellent, with complimentary 
comments from as far afield as Africa and Australia. 
    Today VideoLectures.Net is one of the leading web-based 
educational portals of its kind. It has now been recognised by 
the 2013 World Summit Award for being one of the most 
outstanding examples of creative and innovative e-Content in 
the world in the last decade. 

     The K4A team are well placed to tackle these issues. Many of 
the other big players in the area such as Apple, Coursera, 
Udacity, have close links with PASCAL. “We indeed know them,” 
says Orlic, “but just not in the role of founders and entrepreneurs 
of the 2012 EduTech start-up boom in the US. We know them as 
colleagues as they are actually coming from the machine 
learning community and have been filmed or are hosting their 
lectures on VideoLectures.Net and are well acquainted with the 
work taken in PASCAL2.“ 
    K4A already works closely with the OpenCast Community and 
OpenCourseWare Consortium, which both operate in the fields 
of open source video capture systems and open educational 
resources (OERs), and therefore are in sync with the efforts 
undertaken by VideoLectures. “K4A is actually trying to identify 

the issues these two are running into,” says Orlic, “and is looking 
into providing Artificial Intelligence based solutions for these two 
initiatives. For example we are preparing a ‘Workshop on 
Advanced Methods and Tools for Online Based Education’ at 
this year’s OCWC Global conference where they welcome 
technical insights and knowledge of this level. The issue they are 
facing is that OERs are getting larger and the techniques, tools 
and knowledge to mine them are not available or familiar to them 
- something that K4A could easily provide.”  
     In order to help create the technologies required, the charity 
will continue to nurture the community that PASCAL and 
PASCAL2 have built over the years. It aims to support the highly 
successful aspects of the networks, such as the challenges that 
helped catalyse and focus research in specific domains. For 
example, to help support the development of advanced 
technologies for VideoLectures.net, K4A has assisted in the 
creation of three new projects, all of which began as PASCAL2 
challenges. The transLectures (Transcription and Translation of 
Video Lectures) project focuses on the automated transcription 
and translation of lectures (see box). The LaVie mini project 
(Learning Adapted Video Information Enhancer) investigated 
how a recommender system could suggest suitable videos for 
each user, making use of automated topic extraction and 
modelling and visualisation of the topics available. More recently, 
the IASD Challenge (Interactive Annotation of Sequential Data) 
is looking at how an automated speech transcription system 
should select difficult-to-recognise words for a user to check. 
K4A has responsibility for the dissemination and exploitation of 
results in transLectures until 2014. They are also looking into 
new and innovative business models for all these projects. 
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transLectures 
 
transLectures is a collaborative EU project that began at the 
end of 2011. Its aim is to develop technology capable of 
automatically transcribing lectures and then translating those 
transcriptions into the language of the user. It makes use of 
“massive adaptation” learning systems that adapt to the 
speaker by learning from the speaker’s previous lectures, both 
in terms of audio and content. It even uses text extracted from 
the slides to help the transcription and translation process. 
     One of the clever methods used to improve the learning 
process further is the incorporation of human supervision. Initial 
transcribed texts are presented to the user and words that the 
system is not confident about are highlighted. The user is then 
able to correct any errors. As corrections are made the system 
learns and does not repeat the same mistake again. It’s an 
intelligent interface that minimises the effort for users – much 
more efficient than checking entire transcribed documents. 
    “Massive adaptation” provides significant improvements in 
the quality of automatic transcriptions and translations, and also 
the “intelligent interaction” techniques reduce the user effort 
needed to supervise those texts. A quality comparison with 
Google’s public transcription and translation systems (which are 
based on general-purpose models) showed that the results 
obtained in automatic translation were of similar quality, while 
video lecture transcriptions generated automatically with 
transLectures technology fared considerably better than 
Google’s (mostly owing to the adaptation of acoustic models to 
the speaker by the transLectures tools). 
     The transLectures tools are still under development. They 
will initially be implemented for the VideoLectures.Net and 
PoliMedia repositories, with integration into the Opencast 
Matterhorn platform planned so that they can be exploited in 
any Matterhorn-based repository. 
 

Our dream is to make an impact and change 
how online education in general is perceived. 
We want to send a wake-up call to Europe, 
saying that we are here and willing to help in 
making these changes. 

     It’s a fast moving world filled with needs and opportunities in 
the area of intelligent technologies for education. K4A is 
proactive in its approach, supporting the organisation of many 
events such as summer schools and workshops to promote 
research. K4A played a key role in enabling the boot camp in 
Ghana (described in earlier in the brochure), with the vision of 
building up long-term collaboration with the Ghanaian 
Universities. “It follows the K4A vision of encouraging various 
third world countries to build up AI research labs,” says Orlic. 
“This is how K4A complements its vision for unlimited knowledge 
transfer: by exchanging staff, software tools, and in particular to 
run collaborative projects between AI labs that will solve real 
local problems.”  
     K4A also organises other events, for example, the "Co-
Creation of Emerging Trends in Academia Workshop“ in 
Ljubljana (Slovenia) in November 2012, with the goal of clarifying 
how emerging technologies based on machine learning, 
machine translation, text mining, semantic web, open access, 
academic video journals, free video libraries, open lecture 
capture systems, OER and more are changing the curriculum, 
designation, filtration, validation and research trends.  

    

Davor Orlic is being kept busy. “In this tradition we are planning 
to organize the first regional "Internet of Education 2013" 
conference in Slovenia,” he says, “in order to explore the new 
and rapidly-changing global trends in higher education, and how 
intelligent and advanced technologies have influenced and will 
go on to instigate fundamental changes within traditional higher 
education systems around the world.” 
     K4A has also created a new academic journal of Machine 
Learning videos, based on spotlights from the NIPS conference.  
     One of the greatest strengths of the Knowledge For All 
Foundation is that it was formed from the PASCAL community.  
     “Ten years of PASCAL network has developed a sense of 
unity, one would go as far as call it comradeship, between a 
number of researchers and teams in Europe, ” says Orlic. “it is 
clear that they are highly motivated to use part of their energy to 
fulfil a nobler mission than ‘publish or perish.’”  
     This community wishes to participate in a new ambition 
throughout Europe, to cooperate and share ideas, allowing 
easier access to research. VideoLectures and TransLectures 
have begun that journey, but there are still many challenges to 
be solved. “Through the scientific cooperation around the 
organisation of new tools and techniques, we aim to build a new 
way of sharing science,” says Orlic. “The events to be organised 

in the future will be milestones towards this goal: workshops, 
introduction of new journals, courses.” 
     Orlic is passionate about K4A. “Our dream is to make an 
impact and change how online education in general is perceived. 
We want to send a wake-up call to Europe, saying that we are 
here and willing to help in making these changes! We also want 
to successfully continue to take forward the PASCAL1 and 
PASCAL2 legacy, provide good quality training events in the 
field of Artificial Intelligence and equip VideoLectures.Net with 
the most intelligent tools to date, thus making it a must-have 
resource for all Computer Science learners on the planet.” 
 

Resources: 
Knowledge 4 All Foundation: http://www.k4all.org 

PASCAL2: http://www.pascal-network.org/ 
VideoLectures: http://videolectures.net 

transLectures: http://www.translectures.eu 
IASD Challenge: http://translectures.eu/iasd/ 

Ghana bootcamp: http://videolectures.net/aibootcamp2011_accra/ 
World Summit Award: http://www.wsis-award.org 
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